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Abstract
Many individuals and businesses make decisions based on freely and easily accessible
online reviews. This provides incentives for the dissemination of fake reviews, which
aim to deceive the reader into having undeserved positive or negative opinions about
an establishment or service. With that in mind, this work proposes machine learning
applications to detect fake online reviews from hotel, restaurant and doctor domains.
In order to filter these deceptive reviews, Neural Networks and Support Vector Machines are used. Both algorithms’ parameters are optimized during training. Parameters
that result in the highest accuracy for each data and feature set combination are selected
for testing. As input features for both machine learning applications, unigrams, bigrams
and the combination of both are used.
The advantage of the proposed approach is that the models are simple yet yield results
comparable with those found in the literature using more complex models. The highest
accuracy achieved was with Support Vector Machine using the Laplacian kernel which
obtained an accuracy of 82.92% for hotel, 80.83% for restaurant and 73.33% for doctor
reviews.
Key words: Text mining, review spam, fake review, deceptive review.
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Introduction

With the advent of the internet, the way business is made has changed. Consumers have
migrated to the internet to both gather information regarding products and services and
to actually purchase. Companies, on the other hand, offer their products and services on
the web and use it to gather feedback from customers. However, consumers and companies
may be misled by fake reviews, which can cause severe impairment to both parties.
Online reviews can be taken as a modern version of the word of mouth (Zhu & Zhang
2010). Hence, having a good rating from online reviewers can lead to massive economic
gains and fame for both organizations and individuals, whereas critic reviews and/or low
ratings can cause sales loss (Mukherjee et al. 2012, Fusilier et al. 2015, Heydari et al.
2015, Ren & Ji 2017).
The emergence of a widespread online market impacted the businesses’ decision making. Companies resort to investigating customer satisfaction, perceived quality and,
more generally, customer opinions with regard to competing as well as their own products/services by analyzing content posted on web sites and social media. This information
can then be used as basis for product and service improvement as well as for deciding
upon marketing strategies (Zhu & Zhang 2010, Peñalver-Martinez et al. 2014, Zhang et al.
2016).
A key factor for the value of online reviews is that both customers and businesses
welcome online reviews as a reflection of the opinion of real people (Rayana & Akoglu
2015). However, the ease to post reviews and the associated gains provide incentives for
posting fraudulent user opinions, which can be meant to either undeservedly support or
defame a business, service or product (Jindal & Liu 2007, Ott et al. 2011, Rayana &
Akoglu 2015). These web posts have become a widespread problem (Rayana & Akoglu
2016) and are known as review spam, opinion spam, fake reviews or deceptive reviews.
Spam reviews were originally defined by Jindal & Liu (2008) as belonging to three
broad types of reviews: 1. reviews with the purpose to mislead readers with regard to its
object by giving undeserved positive or negative opinions; 2. reviews of the brand instead
of the product/service being evaluated; and 3. advertisements of other products. The
first type was afterwards denominated as deceptive opinion spam by Ott et al. (2011) and
constitutes the phenomenon of interest of this work.
Evaluating the trustworthiness of reviews is indispensable for accurate decision making
for both consumers and providers of the products and services reviewed online. Several
works have been conducted with the aim to identify deceptive reviews, however, there is
no standard approach for the problem yet (Heydari et al. 2015).
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As will be discussed in the Literature Review (p. 3), the traditional supervised approach for this classification problem is to use Support Vector Machine (SVM) and, more
restrictedly, Naive Bayes (NB). The present work aims to contribute with the literature in
deceptive opinion classification by further exploring the usage of Neural Networks (NNs)
and by testing different SVM configurations.
The research problem that underlies the present study is: how can fake online reviews
be distinguished from genuine reviews? From this problem my research questions are:
can online reviews in the hotel, restaurant and doctor domains be accurately classified
into deceptive and genuine using Neural Networks? Also, how do distinct SVM models
perform for identifying deception?
Specifically, the aim of this project is to assess how a Feedforward Neural Network
with Backpropagation compares with the results found in the literature for the same
domains using SVM, Deep Learning and with the results of the SVM models proposed.
An additional objective is to evaluate and compare the results of SVM models with
previous literature findings. The hypothesis is that simpler models can achieve similar
results to that of more complex models.
The data sets used are samples of a much broader population. Hence, to avoid sampling
bias, several data sets from two distinct sources are considered. The algorithm choice is
made to address literature gaps with respect to SVMs with distinct kernel functions and
neural networks that do not use deep learning.
The results of this study can provide cues to future researchers as to whether NN
algorithms are effective for the purpose of identifying deceptive online reviews, as well as
if SVMs with different configurations perform better than those commonly used in the
literature. Hence, the present thesis project aims to present evidence of which approach
should be further explored, if a modification of the traditional SVM, NN or both. Additionally, if the hypothesis is supported by the findings, there is evidence for the need to
analyze trade off between performance improvement and time spent for model building.
For the purpose of comparing my results with those presented in the literature, the
data used in this work is that made available by Li, Ott, Cardie & Hovy (2014)1 and from
Rayana & Akoglu (2015, 2016)2 .

1
2

Data set available at: https://web.stanford.edu/˜jiweil/Code.html.
Data set available under request from: http://shebuti.com/collective-opinion-spam-detection/

2

2

Literature Review

Ott et al. (2012) studied the prevalence of deceptive reviews on several online portals,
namely Expedia, Hotels.com, Orbitz, Priceline, TripAdvisor and Yelp. The authors found
that deception is more common on websites that have fewer barriers to posting reviews,
that is, a reduced posting cost. Among the studied platforms, this is the case of TripAdvisor and Yelp.
The authors found that around 3% of TripAdvisor and 6% of Yelp reviews in July,
2011 were deceptive and that there was an increasing trend in the prevalence of deception
(Ott et al. 2012). The other websites were found to have approximately 2% of fake reviews
in the same month and a relatively stationary trend. The actual deception rate may be a
lot larger than these estimates, as only positive sentiment deceptions were analyzed and
the proposed methodology admittedly underestimates the prevalence of deception and the
specificity of the model.
The subject of harmful review spam or opinion spam was first studied by Jindal &
Liu (2007). In subsequent works, the authors define such reviews as either undeserving
positive or malicious negative reviews written with the purpose of misleading the readers
with regard to the object of the review (type 1 spam review) (Jindal & Liu 2008). The
authors also point that there are non-harmful review spams, such as reviews of the brand
instead of the product (type 2) and non-reviews (type 3), i.e. advertisements of other
products or reviews that do not express opinion.
Since Jindal & Liu (2007), several fake review detection methods were proposed focusing on different aspects of the data (Heydari et al. 2015). There have been studies on
duplication and deviation from overall ratings (Jindal & Liu 2008), genre identification
and psycholinguistic characteristics (Ott et al. 2011), as well as spammer groups (Mukherjee et al. 2011, 2012) and review bursts identification (Fei et al. 2013), for example.
With regard to the types of learning algorithms used, most works in the field of
fraudulent review detection use supervised algorithms, even though there are also semisupervised and unsupervised applications (Heydari et al. 2015, Zhang et al. 2016, Ren &
Zhang 2016).
Supervised approaches are distinct mostly due to the selection of features and design
(Ren & Zhang 2016, Li et al. 2017). In terms of semi-supervised learning, researchers
focus on Positive-Unlabeled (PU) learning. Unsupervised works substantially use graphic
and network modelling and aim at either classifying and/or ranking fraudulent reviews.
Additionally, works can differ with regard to the object of interest, that is if identifying
fake reviews, reviewers, reviewer groups or target products.
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2.1

Supervised Approaches

Jindal & Liu (2008) proposed the first method for detecting review spam. The authors
focused on duplicate reviews as part of type 1 spam reviews and on types 2 and 3, which
are disruptive but do not pose severe risks to the users (Ott et al. 2011). This approach
was chosen because there was no labelled data available to perform supervised learning.
Hence, Jindal & Liu (2008) manually labelled data from Amazon.com in order to perform
logistic regression, SVM and NB to classify the reviews.
The problem of unavailability of quality labelled data remained until Ott et al. (2011)
created the first publicly available gold standard data set for spam review recognition3 .
Their data is composed of TripAdvisor hotel genuine reviews and false reviews from
Amazon Mechanical Turk (AMT) portraying the hotels in a positive way.
Ott et al. (2011) used SVM and NB classifiers with Part of Speech (POS), unigrams,
bigrams, trigrams and psychological cues as features. The authors found that n-grams are
the best individual feature for deception detection and that the best model was a SVM
with a combination of unigrams, bigrams and psychological cues extracted from text
using Linguistic Inquiry and Word Count (LIWC) as features, which yielded an accuracy
of 89.8%.
The adequacy of AMT generated data was afterwards questioned, since it is artificially
generated. This is the case of Mukherjee et al. (2013), who opted to use data from Yelp,
a commercial platform that filters suspicious reviews. They found substantial differences
between false reviews actually submitted to a review website and those generated by
AMT. SVM with 5-fold cross-validation trained on turker generated data to classify Yelp
reviews obtained a maximum accuracy of 54%.
Using behavioral features coupled with unigrams and bigrams on a SVM trained on
a balanced (undersampled) subset of Yelp data, Mukherjee et al. (2013) obtained 84.8%
accuracy in the hotel domain and 86.1% for restaurants. Behavioral features could not
be tested on AMT generated data due to the lack of non-linguistic features, such as
user identification and rating. Results using NB were not reported since it had inferior
performance than SVM.
Based on their findings, Mukherjee et al. (2013) assert that AMT generated data does
not reflect real-life fake reviews, thus being pseudo fake reviews. Some of the authors
of Ott et al. (2011) affirm on Li, Ott, Cardie & Hovy (2014) that the turker reviews
constitute one of multiple types of opinion spam, partially agreeing that they may not be
representative of all types of fraudulent reviews. These authors further state that reviews
written by real-world well trained fake reviewers might be harder to identify than by
3

Data set available at: http://myleott.com/op-spam.
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AMT.
Li, Ott, Cardie & Hovy (2014) expanded the data set used in Ott et al. (2011) by
including restaurant and doctor reviews and fake reviews written by employees in each
of these markets. Both intra-domain and cross-domain experiments were carried out.
The highest accuracy in a cross-domain adaptation was of 78.5% using SVM trained
on unigram features of hotel reviews tested on restaurant reviews. This performance
decreased when the testing was on doctor reviews, for which the highest performance
(64.7% accuracy) was achieved using Sparse Additive Generative Model (SAGE) with
psychological features. In all intra-domain experiments unigram features provided the
best results.
The two aforementioned distinct views with regard to the plausibility of the data
sources used for deceptive review detection modelled future research, several authors
having adopted one approach or the other. Fusilier et al. (2015), Hai et al. (2016), Ren &
Zhang (2016), Ren & Ji (2017) and Li et al. (2017) use AMT generated data and/or false
reviews written by employees, following Ott et al. (2011), Li, Ott, Cardie & Hovy (2014).
Among those that adhere to Mukherjee et al.’s (2013) approach are Rayana & Akoglu
(2015, 2016), Luca & Zervas (2016), Zhang et al. (2016) and Li, Liu, Mukherjee & Shao
(2014). All of these works use Yelp data except Li, Liu, Mukherjee & Shao (2014), who use
data from Dianping, a Chinese website that, similarly to Yelp, filters the reviews before
displaying them on their website. Feng et al. (2012) use data sets from both approaches.
In this Subsection the works which employed supervised learning will be discussed.
Those that opted for semi-supervised learning will be discussed in Subsection 2.2, while
the unsupervised will be presented in Subsection 2.3.
Feng et al. (2012) focus on the analysis of syntactic stylometry features. The authors
use 6 data sets, being Ott et al.’s (2011) and another TripAdvisor data set, one data set
with Yelp reviews and three deceptive essay data sets.
Using SVM with 5-fold cross-validation, Feng et al. (2012) find that when taken alone,
lexicalized production rules with the grandparent node outperform n-grams in terms of
accuracy in almost all data sets. However, except for this deep syntax feature, unigrams,
bigrams or a junction of both have the best performance. The best performance overall
is achieved by deep syntax combined with unigrams. The difference in accuracy between
n-gram and deep syntax features is around 2% for the TripAdvisor and Yelp data sets
and around 4% in the essays data sets. The authors do not report on the combination of
deep syntax with bigrams nor with unigrams plus bigrams.
Zhang et al. (2016) studied both verbal and nonverbal behaviours to identify which
contribute the most to deception detection. The authors use undersampling to extract a
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balanced data set from the original Yelp data set collected by Mukherjee et al. (2013).
The machine learning algorithms used are SVM, NB, Random Forest (RF) and Decision
Tree, all trained with 10-fold cross-validation. NB had a statistically significant worst
performance than all other algorithms tested. RF had the best performance, followed by
Decision Tree and SVM.
With regard to the relevance of the features used, Zhang et al. (2016) tested the
relevance of 21 verbal and 26 non-verbal behavioural features in both hotel and restaurant
domain. The top 9 most relevant features are the same for both domains, even though with
different rankings. These features are: useful votes, review burstiness, review count, cool
votes, review duration, average posting rate, friend count, funny votes and membership
length. For the restaurant domain, average content similarity, positive ratio and positiveto-negative ratio were also selected features. For the hotel domain, capitalized diversity,
average content similarity and tips count were selected.
Out of all important features, only average content similarity and capitalized diversity
are verbal. However, it is important to note that Zhang et al. (2016) only studied behavioural features thus n-grams, POS and other non-behavioural features commonly used
for deception detection are not under consideration. Also, the features used are platform
dependent and might not be available for data from other websites. Nonetheless, the results support that non-verbal can be more effective than verbal behaviours for identifying
deceptive reviews.
Ren & Zhang (2016) were the first to apply NNs and, more specifically, deep learning
to the detection of fake reviews. The proposed NN is composed of a Convolutional Neural
Network (CNN) with 3 filters - unigram, bigram and trigram - which is connected to a
bi-directional Gated Recurrent Neural Network (GRNN) with an attention mechanism
to weigh the sentences within each review according to their importance. The input of
the model are the word embeddings of each review, whereas the outcome is a review
representation. The authors use Li, Ott, Cardie & Hovy’s (2014) data set and 10-fold
cross-validation.
Once the review representations are learned, they are passed on as features for a final
softmax layer, which is responsible for the classification of the reviews into deceptive
or genuine. Ren & Zhang (2016) compare the results of the proposed model with Li,
Ott, Cardie & Hovy’s (2014) SVM results, logistic regression and an integrated model
that takes the same features as in Li, Ott, Cardie & Hovy (2014) together with the
review representation as inputs for the softmax layer. The integrated model had the best
performance across all experimental settings, followed by the neural model and the SVM.
In Ren & Zhang (2016), the document representation is composed of a weighted con-
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catenation of the representation from each direction of the GRNN layer. In a subsequent
work, Ren & Ji’s (2017) neural model takes the average of the vector from each direction as the document representation. Additionally, the authors make experiments on the
initialization of the word embeddings of unknown words and use pre-trained embeddings
with fine tuning, which give the best results.
The results of Ren & Ji (2017) corroborate that of Ren & Zhang (2016), indicating
that the best model takes both the review representation and the features used in Li, Ott,
Cardie & Hovy (2014), namely POS, n-grams and psychological features (LIWC). Ren
& Ji (2017) report the results of the model both with and without attention mechanism.
It is important to note that, even though the models did differ on how the reviews are
represented, both Ren & Zhang (2016) and Ren & Ji (2017) report the same performance
for the models with attention mechanism.
Li et al. (2017) propose a deep learning approach for review representation named
Sentence Weighted Neural Network (SWNN), which is composed of two CNN layers and
has an attention mechanism to give distinct sentence weights according to the the words
it is composed of. The authors compare the results with a SVM trained using Li, Ott,
Cardie & Hovy’s (2014) features.
Li et al. (2017) use 5-fold cross-validation and tune both SWNN parameters (learning
rate, hidden layer size and window size) and SVM kernel and corresponding parameters.
SVM with gaussian kernel had the best performance, thus it is used for all performance
comparisons.
Among neural models, SWNN had the best performance. However, on a cross-domain
experiment using hotel data for training, SVM with unigram feature had the best performance for the restaurant domain, whereas SWNN coupled with POS and frequency of
first person pronouns had the best performance for the doctor domain. It is important
to note that all algorithms had relatively low performance for the doctor domain, the
highest accuracy being of 61.5%. Additionally, the lowest accuracy for the restaurant
domain was of 66.8% by the SWNN model with features. On a mixed-domain setting
(all three domains) the best performance was achieved by SVM with unigram, POS and
LIWC features.
All deep learning approaches discussed here find that the neural models alone do
not perform as well as the neural models with additional features, specially n-grams.
Additionally, in some cases, simpler models without neural representation perform better.
The findings provide evidence for the need of further investigating the use of both deep
learning neural networks and simpler models, such as feed forward neural network with
back propagation, in the field of deceptive opinion mining.
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2.2

Semi-supervised Approaches

PU learning is suitable when the available data can be separated into positive cases, i.e.
reviews that for sure are fake, and unlabelled cases, which may or not be fake. The
algorithm iteratively identifies reliable negatives from the pool of unlabelled cases in the
training data set until all cases are sorted Fusilier et al. (2015).
PU learning is a valuable approach when there is uncertainty with regard to the
accuracy of the labelling, as is likely to occur in data sets for deception detection due to
the difficulty in distinguishing fake and genuine reviews Ott et al. (2011). Due to time
limitations, this type of learning was not considered in this work. Future research may
investigate the appropriateness of Neural Networks as the algorithm for identifying the
reliable negatives.
Li, Liu, Mukherjee & Shao (2014) propose a PU algorithm which iteratively employs
a NB classifier to expand the reliable negative set and once convergence is reached uses
either Expectation-Maximization (EM) or SVM to perform the final classification. The
authors compare the results with a supervised SVM trained on Dianping reviews and find
that their proposed PU algorithms outperform the SVM approach.
Fusilier et al. (2015) propose a conservative PU algorithm that attempts to counterbalance the potential initial noise in the learning by performing iterative pruning of the
reliable negatives instead of iterative expansion. The authors used the same classifier
in the iterative and final phases and experimented with both SVM and NB classifiers.
Fusilier et al. (2015) report that NB had a better performance than SVM. The authors
also compare their results with that of Ott et al. (2011, 2013), finding their approach to
have higher performance than the original supervised approach.
Hai et al. (2016) use PU learning to improve their proposed multi-task learning
method, which is based on logistic regression. This approach aims to share knowledge
among related domains (tasks) in order to reduce the need for labeled data. The proposed algorithm outperformed SVM, PU learning and linear regression with an average
accuracy of 87.2% across doctor, hotel and restaurant domains.
Finally, Rayana & Akoglu (2015) propose an unsupervised algorithm named SpEagle
with a semi-supervised extension. The latter was found to have much better performance
than the original unsupervised method. On a subsequent work, Rayana & Akoglu (2016)
further develop on the semi-supervised SpEagle. Since this approach is a derivation of
the unsupervised initial work, both will be discussed in the following Subsection.
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2.3

Unsupervised Approaches

Passing on to authors that used unsupervised approaches, there is no predominant approach for detecting fraudulent reviews. Among the distinct methods employed, there are:
spamicity rankings (Mukherjee et al. 2011, 2012, Rayana & Akoglu 2015), burstiness detection by graphical modelling (Fei et al. 2013) and rating deviation (Savage et al. 2015).
Works with unsupervised learning often opted to use Jindal & Liu’s (2008) data set4 ,
which is an extensive and unlabelled data set containing reviews posted on Amazon.com.
Mukherjee et al. (2011) proposed a heuristic training ranking approach using SVMrank
for detecting spammer groups in Jindal & Liu’s (2008) data set. This approach is based
on group behaviour indicators, such as group content similarity and group size. The evaluation was performed by 3 independent judges and demonstrated the proposed method’s
effectiveness.
Mukherjee et al.’s (2011) approach was further developed on Mukherjee et al. (2012),
which proposed a new unsupervised algorithm named GSRank. Additionally to group
behaviour indicators, individual behaviour indicators and linguistic features were employed. The performance was evaluated based on a ranking of 2431 candidate groups
made by 8 independent judges. The GSRank algorithm trained only on group and individual behaviour indicators outperformed SVM, SVMrank , linear regression as well as
their previous approach trained on linguistic features plus group and individual behaviour
indicators (Mukherjee et al. 2011).
Fei et al. (2013) use behavioural and textual features to build a probabilistic graphical
model for detecting spammers that post product reviews in bursts. Sudden concentrations of reviews over time are typical of group spamming, however, the authors focus on
detecting the individual spammers not the groups. The proposed method assigns spam
and non-spam labels based on computed probabilities.
The performance of Fei et al.’s (2013) model was evaluated both by 3 human judges as
well as by a proposed supervised method using SVM on data labelled in an unsupervised
manner. The authors find that analyzing burstiness improves the classification performance in terms of precision, recall, F-score and accuracy in all evaluation procedures.
The maximum accuracy was of 77.6%.
Savage et al. (2015) propose to identify review spammers from ratings only. This
approach is based on calculating spamicity grounded on deviation from the mean rating.
For this purpose Jindal & Liu’s (2008) Amazon.com data set was used. The algorithm
has minimal computational requirement and can be combined with additional review
4

Data set available at: http://liu.cs.uic.edu/download/data/. A password is required, instructions are

found in the same web page.
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spam indicators for a more complex model. By manually investigating a selection of the
candidate spammers identified, the authors verified that the proposed algorithm indeed
selected users very likely to be spammers.
All of the aforementioned unsupervised approaches used humans as performance judges.
This choice is, however, questionable. Ott et al. (2011) performed an experiment to assess
whether human judges can indeed distinguish between genuine and fraudulent reviews.
The authors found that the judges suffered from truth-bias, i.e. were more likely to classify a review as genuine than false, and did not present acceptable pairwise agreement
levels. The judges had roughly at-chance agreement. The authors thus infer that humans
are poor deception judges.
Ott et al.’s (2011) finding poses a limitation to the validity of the performance evaluation chosen by the unsupervised works discussed. Mukherjee et al. (2012) affirm that
judging reviewer groups is an easier task than labelling individual reviews and reviewers.
The authors hypothesize that the reason behind such difference is that group spammers
will display group behaviours and be inserted in a context that facilitates their identification. Fei et al. (2013) extrapolate Mukherjee et al.’s (2012) discovery to reviews in a
burst, since these are characteristic of group spamming. However, such assumption was
not clearly and undoubtedly validated.
A distinct approach is that of Rayana & Akoglu (2015), who propose an unsupervised
network-based model (SpEagle), with a semi-supervised extension, for both classification
and ranking of users, products and reviews. The authors use three data sets from Yelp,
namely YelpCHI, YelpNYC and YelpZIP, and measure the performance of their algorithm
against the labels from Yelp’s filter.
Rayana & Akoglu’s (2015) approach uses linguistic, behavioural and graphic features
as inputs. The authors find that the semi-supervised version of their algorithm outperforms the original unsupervised approach even when relatively few observations are used
for the supervision. As an example, for the YelpZIP data set, using 1% of the data or
6086 observations for learning the prior probabilities increased the precision at 100 ranking
from 43% to 90.9%.
Rayana & Akoglu (2016) further work on the semi-supervised SpEagle by adding active
inference of the most valuable nodes for the supervision. The new approach is compared
with the random selection used in the original algorithm. The authors find that when the
supervision step selects reviews by different users, the user ranking performance increases.
On the other hand, when the selection is of fake reviews that are representative of other
neighboring fake reviews, then the review ranking performance increases. The proposed
active inference method consistently outperformed random sampling.
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It is relevant to highlight that SpEagle’s results in both works were achieved using
linguistic, behavioural and network features. Therefore, it will likely not have the same
performance when less information is available. This would be the case of web sites that
do not possess a rating scale or where anonymous reviews are allowed, for example.
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3

Methodology

In this work NNs and SVMs models are used for detecting fake online reviews from hotel,
restaurant and doctor domains. Seven data sets are used and, for each, three feature sets
are extracted - unigrams, bigrams and unigrams combined with bigrams.
To prevent class imbalance from affecting the performance of the models and allow
timely processing, undersampling was used to balance the data sets and limit each data
set to 5,000 observations. In all cases, 70% of the data is used for training and 30% for
testing.
All models are tuned and parameters which yield the best accuracy are selected for
testing and measuring the performance. Precision and recall performances are reported
considering deceptive reviews as the positive class. SVM results are obtained using 10
fold cross-validation, while no cross-validation was used for the neural models due to time
limitations.
The following subsections discuss the data characteristics, feature extraction process,
algorithms used and performance measures in detail.

3.1

Data

The present work uses data from Li, Ott, Cardie & Hovy (2014), Mukherjee et al. (2013),
Rayana & Akoglu (2015, 2016). As depicted in Table 1, Li, Ott, Cardie & Hovy’s (2014)
data sets are composed of reviews from hotel, restaurant and doctor domains. The reviews
from the hotel domain are half positive and half negative reviews. The data sets are
hereafter named Li Hotel (Negative/Positive), Li Restaurant and Li Doctor, respectively.
Truthful reviews were extracted from reviewing websites, while turker and expert reviews are deceptive and were generated using AMT and workers employed in the domain,
respectively (Li, Ott, Cardie & Hovy 2014). Specifically, truthful negative hotel, restaurant and doctor reviews are from TripAdvisor, while truthful positive hotel reviews are
from Expedia, Hotels.com, Orbitz, Priceline, TripAdvisor and Yelp.
Table 1: Distribution of the Data by Li, Ott, Cardie & Hovy (2014)
Data Set

Truthful

Deceptive

Total

% Deceptive

Turker

Expert

Li Hotel (Positive/Negative) 400/400

400/400

140/140 1,880

Li Restaurant

200

200

0

400

50%

Li Doctor

200

356

0

556

64.03%
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57.44%

Mukherjee et al., Rayana & Akoglu, Rayana & Akoglu’s (2013, 2015, 2016) data sets
are composed of Yelp reviews from the United States only. YelpCHI has both hotel and
restaurant reviews from Chicago, which are divided into separate data sets. YelpNYC
and YelpZIP contain, respectively, restaurant reviews from New York City and from a
continuous area in New York, New Jersey, Vermont, Connecticut and Pennsylvania states.
Detailed information regarding the Yelp data sets can be found in the Outlier Detection
Data Sets (ODDS) Library from Rayana (2016), statistics of the data sets are available
in Table 2.
Table 2: Distribution of the Data by Rayana & Akoglu (2015)
Data Set

Truthful

Deceptive Total

% Deceptive

YelpCHI Hotel

5,076

778

5,854

13.29%

YelpCHI Restaurant

53,400

8,141

61,541

13.23%

YelpNYC

322,167

36,885

359,052

10.27%

YelpZIP

528,132

80,466

608,598

12.80%

From Tables 1 and 2 it is possible to verify that most data sets are subject to data
imbalance, even if at different levels. The most extreme imbalance between truthful and
deceptive classes occurs in YelpNYC data set, with only 10.27% of the data set being
composed of deceptive instances. The remaining Yelp data sets all have around 13% of
the data set composed of deceptive reviews. When compared with the Yelp data sets,
completely different proportions are found in Li Hotel, Restaurant and Doctor data sets,
where either truthful and deceptive reviews are balanced (Li Restaurant) or there are
more instances of fake reviews in the data.
To get an indicative of how different from one another the data sets are, the 20 and
100 most frequent words of each data set were identified. Comparing the Li and YelpCHI
hotel data sets, 17 out of the 20 most frequent words and 77 out of the 100 most frequent
words are the same. If Li, Ott, Cardie & Hovy’s (2014) hotel reviews with positive and
negative sentiment are considered as a separate data sets, then they share 11 out of the 20
most frequent words and 49 out of the top 100. This suggests that positive and negative
reviews have dissimilarities with regard to the word choice and topics discussed. Since in
Rayana & Akoglu’s (2015) YelpCHI hotel data set both sentiments may be present, the
former comparison indicates that hotel reviews are similar with regard to frequent words
independent of the platform with around 80% similarity.
In the restaurant domain, the 3 Yelp restaurant data sets share 16 out the 20 most
frequent words, while all 4 restaurant data sets share 13 out of 20. A pairwise comparison
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of the restaurant data sets shows that they share a minimum of 14 words (YelpCHI and Li
Restaurant) and a maximum of 19 (YelpNYC and YelpZIP). The analysis suggests that
the word frequency for the restaurant domain is similar despite of different platforms and
location of the object of the review.
In order to have a better picture at how similar deceptive and genuine reviews are,
the most frequent words in each data set and for each label were identified. Considering
only the 20 top frequent words, for both YelpCHI and Yelp NYC data sets 18 words were
the same for both fake and genuine reviews, while 17 for YelpZIP, 16 for Li Hotel, 12 for
Li Restaurant and 11 for Li Doctor. All data sets have the same ratio of shared frequent
words across labels when 100 words are considered, with the exception of Li Doctor that
has an increase from 55% to 70% when more words are taken into account.
A higher ratio of shared words implies that deceptive and genuine reviews are linguistically similar and, hence, harder to distinguish. Li Hotel, Restaurant and Doctor data
sets have less common words across the labels, which supports Mukherjee et al.’s (2013)
findings that AMT generated deceptive reviews are less similar to truthful reviews than
real life fake reviews. Tables containing the top 20 most frequent words for all data sets
can be visualized in Appendix A (p. 37).
In order to ensure reproducibility of the subsets used, the seed for the random number
generator was set to 10 for all data sets. In all cases, 70% of the data was used for training
and 30% for testing. The composition of the training and test sets is given in Table 3.
Since most data sets were unbalanced, undersampling was performed in order to have
the same number of observations for each class (genuine or deceptive). Additionally, to
allow the extraction of features and the timely processing of the models, a maximum of
5000 observations per data set was established. Table 3 presents the composition of the
balanced data sets used for modeling.
Table 3: Number of Observations per Data Set
Data Set

Training

Test

Total

Li Hotel

1,120

480

1,600

Li Restaurant

280

120

400

Li Doctor

280

120

400

YelpCHI Hotel 1,090

466

1556

YelpCHI Rest.

3,500

1,500 5,000

YelpNYC

3,500

1,500 5,000

YelpZIP

3,500

1,500 5,000
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3.2

Features Used

Both NN and SVM need features to be inputted to the algorithm, which then learns and
classifies the patterns (reviews). As discussed in the Literature Review (Section 2), two of
the most commonly used and successful features are unigrams and bigrams. These refer
to the frequency of appearance of words (unigrams) or word tuples across textual data.
Bigrams are formed by two adjacent words in a sentence. The frequency of each word
and word tuple is counted for each document, in the present case, each review.
It is worth to note that the choice of features also took into consideration that the
results for both Li and Yelp data sets would be comparable. Since the deceptive reviews
in Li Hotel, Restaurant and Doctor data sets are artificially generated, no characteristics
apart from the text itself are available. Hence, unigrams and bigrams are a plausible
option with good results found by previous works.
To construct the unigrams, non-alphabetic characters were removed from the reviews
and the resulting words were transformed to lower case and normalized using a Snowball
stemmer. Finally, stopwords were removed and the word frequencies calculated. The
feature extraction function created permits to filter the resulting unigrams to keep only
those with at least a minimum (user defined) frequency.
In the case of bigrams, the approach was somewhat different to ensure only relevant
bigrams are used for modeling. As in the previous function, only alphabetic characters
were kept, words were transformed to lower case and stemmed. Then the bigrams were
constructed and checked for stopwords. Bigrams where both words are stopwords were
removed. The remaining bigrams’ frequency is computed and, as in the unigram case,
there is an option for filtering based on minimum frequency.
For the classification tasks at hand a minimum frequency of 10 and 5 was adopted for
unigrams and bigrams, respectively. For both the NN and SVM models, three different
feature sets were used. These are: unigrams only, bigrams only and a combination of
unigrams and bigrams, hereafter named Uni+Bigram.
The n-gram generation for training data sets was straightforward. For test sets, on the
other hand, only n-grams present in the training data set were kept and 0-filled columns
were added for n-grams from the training data that did not exist in the test data set.
Finally, the columns in the test data sets were reordered according to the respective
training data set order.
It is important to note that the linguistic features used in this study are characterized
by sparsity. Hence, the minimum frequency threshold applied implies that some observations will have only 0-values for all independent variables, that is, none of the linguistic
features that fulfill the minimum frequency threshold occur in these reviews.
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Once the features were extracted, a check was performed to verify if any of the observations had only null values for all linguistic features. The observations identified (if
any) were then removed from the data sets used for modeling. This is a downside of the
linguistic approach used, since it cannot be guaranteed that the feature extraction will
result in a feature set suitable for machine learning classification.
Table 4 presents the number of unigrams, bigrams and the combination of both for
each data set. Additionally, the number of reviews with only null values and the respective
percentage of the data set these represent are depicted.
For Unigrams and Uni+Bigrams, a very low ratio (less than 1%) of the observations
had only null values for the independent variables. For Bigrams, on the other hand, this
is a relatively high percentage, with the most extreme case having 14% of the data set
removed.
It is important to highlight that, even though many observations were removed when
the features are Bigrams, the balance between genuine and deceptive classes is kept. For
all data sets the proportion of deceptive reviews for both training and test sets lie between
48 and 51%, with the exception of the test set for the Li Doctor data set, for which 42.16%
are deceptive.
Table 4: Number of Features and Null Observations per Data Set
Data Set

Unigrams

Bigrams

Uni+Bigrams

Features

Null Obs.

Features

Null Obs.

Features

Null Obs.

Li Hotel

1,128

0

684

46 (2.87%)

1,812

0

Li Restaurant

436

0

111

56 (14%)

547

0

Li Doctor

300

0

120

31 (7.75%)

420

0

YelpCHI Hotel 1,184

1 (0.06%) 669

91 (5.85%)

1,853

1 (0.06%)

YelpCHI Rest.

2,196

4 (0.08%) 1,917

293 (5.86%) 4,113

4 (0.08%)

YelpNYC

1,944

7 (0.14%) 1,601

473 (9.46%) 3,545

7 (0.14%)

YelpZIP

2,029

3 (0.06%) 1,654

430 (8.6%)

3 (0.06%)

3,683

Null Obs.: observations with all 0 valued features and percentage of the data set represented. Rest.:
restaurant.

The distribution of training and test sets presented in Table 3 is that of the data sets
prior to feature extraction. Since the removed observations are from either or both of
these sets, the actual number of observations per data set and feature set combination
used in the modeling is presented in Table 5.
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Table 5: Number of Observations per Data and Feature Set Combination
Data Set

Unigrams

Bigrams

Uni+Bigrams

TR

TS

Total TR

TS

Total TR

TS

Total

Li Hotel

1,120

480

1,600

1,095

459

1,554

1,120

480

1,600

Li Restaurant

280

120

400

257

87

344

280

120

400

Li Doctor

280

120

400

267

102

369

280

120

400

YelpCHI Hotel 1,089

466

1,555

1,048

417

1,465

1,089

466

1,555

YelpCHI Rest.

3,497

1,499

4,996

3,336

1,374

4,710

3,497

1,499

4,996

YelpNYC

3,496

1,497

4,993

3,241

1,286

4,527

3,496

1,497

4,993

YelpZIP

3,498

1,499

4,997

3,263

1,307

4,570

3,498

1,499

4,997

TR: Training Set. TS: Test Set. Rest.: Restaurant.

3.3

Feed Forward Neural Network

In this work, a Feed Forward Neural Network with Backpropagation is used to classify the
online reviews into deceptive or truthful. Both the hidden layer size and transfer function
were tuned. In all cases the output layer had a Soft Max transfer function.
The architectures tested were a combination of 500, 1000, 1500 or 2000 neurons in
the hidden layer and the 5 distinct transfer functions, namely: Elliot Sigmoid (elliotsig),
Logarithmic Sigmoid (logsig), Radial Basis (radbas), Positive Saturating Linear (satlin)
and Symmetric Sigmoid (tansig) transfer functions.
Figure 1 shows the prototype of the neural models built. In the input layer, the number
of input neurons (N) is equal to the number of features in each data set. In the hidden
layer, 20 different combinations of number of hidden neurons (M) and transfer functions
(fi ) are used for training and testing the neural network for each data set.
In the output layer a single neuron (since it is a binary classification task) with Soft
Max transfer function is used to compute the probabilities of pertaining to each class based
on the outputs from the hidden neurons. The vector of probabilities is then converted to a
predicted output (Y), which is a classification in either truthful or deceptive. Connecting
each neuron to another, there is a synapse with a corresponding synaptic weight. The
weights aid the NN in mapping the input values into output classifications.
At each training epoch, the error is calculated and propagated backwards, from the
output to the input layer. If the neural network misclassified the observation, the weights
at each neural connection are updated to penalize for the error. In the present study, the
correction of the error is performed based on the Scaled Conjugate Gradient Backpropagation.
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Figure 1: Graphical Representation of the Neural Network Architecture
The learning process is performed iteratively until either the NN achieves a low enough
gradient (10−6 ), which implies a minimum in the loss function, or the performance error
drops to 0 or the maximum number of epochs (1,500) is achieved. The performance
measure was cross-entropy, which is adequate for classification and pattern recognition
problems. Once the learning is finished, the training process is over and the test is
performed with the test data.
Figure 2 depicts the flowchart of how the NN are constructed. For each of the 7 data
sets 3 distinct feature sets are extracted, these are precisely the same for both machine
learning algorithms used. For each data and feature set combination, NNs with 20 different
architectures are built and tested. The neural model with highest accuracy for each data
and feature set is considered to be the best model. Finally, the performance measures,
that is accuracy, recall, precision and F1 score, are computed.
No cross-validation was performed for identifying the best architectures since the training/testing of the models is very time consuming and there is a time constraint for the
submission of the final work. In total, 176 hours and 57 minutes were spent for the architecture tuning of the neural models. This is equivalent to 7 days, 8h and 57 minutes of
continuous computing time. Appendix B has detailed information on computer and data
set characteristics as well as the specific time to run both NN and SVM models fo reach
data set.
Note that the reported elapsed times do not consider the time spent for coding the
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Figure 2: Flowchart of the Neural Models Built
TF: Transfer Function. HL: Hidden Layer Size.

applications, nor for preprocessing the data. Not using cross-validation for the neural
models is acknowledged as a limitation of the present work and is recommended for future
works.

3.4

Support Vector Machines

SVMs are supervised machine learning algorithms developed for solving binary pattern
recognition problems (Scholkopf & Smola 2001). This algorithm makes a transformation
of the observations in the original input space into a higher dimensional space, where the
classes are linearly separable. To perform such transformation, SVM relies on a kernel
function, which maps the observations from the original space into a corresponding higher
dimension feature space.
This algorithm searches for the best separating line, that is, the one that maximizes
the distance between points belonging to different classes. To avoid overfitting and allow
for a soft margin between classes, the penalization for misclassification (C) is determined
by the user.
In this work, both kernel and C are optimized. The kernels tested are Radial Basis (rbfdot), Polynomial (polydot), Linear (vanilladot), Hyperbolic Tangent (tahndot),
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Figure 3: Flowchart of the Support Vector Machine Models Built
Laplacian (laplacedot), ANOVA Radial Basis (anovadot) and Bessel (besseldot). C is
tested for 10 distinct C values ranging from 1 to 100.
The combination of kernels and C which yields the highest accuracy for each particular
data and feature set combination is selected. The only exception is the YelpZIP data set
using Bigrams and Uni+Bigrams, for which besseldot and laplacedot were removed from
the search due to computing errors.
Figure 3 depicts the process used for selecting the best performing models and calculating the performance measure indicators. As explained in Subsection 3.2, for each of the
7 data sets, 3 feature sets are extracted. Then, for each combination of data and feature,
70% of the data set is used for training and validating with a 10 fold cross-validation.
The juxtaposition of kernel and C which yields the best accuracy is considered to be
the best parameters for each set. Finally, the model with best parameters is used for
testing on the remaining 30% of the data and the performance measures are calculated.
Note that for both NN and SVM, the same training and test data sets are used to allow
for comparability.
It is worth noting that, even though SVM is an algorithm traditionally used for deceptive review detection, most works do not perform any tuning and use either the Radial
Basis or the Linear kernels with default parameters. To the best of my knowledge, only
Mukherjee et al. (2013) and Li et al. (2017) have investigated different kernels.
Mukherjee et al. (2013) try different SVM kernels and find that the Linear kernel
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outperforms Radial Basis, Polynomial and Sigmoid (or Hyperbolic Tangent) for a YelpCHI
subset. The authors do not report if any model parameters were also optimized.
Li et al. (2017) test Linear, Polynomial, Gaussian (or Radial Basis) and Sigmoid (or
Hyperbolic Tangent) kernels. The authors find that the best kernel is Gaussian with
C equal to 400. Additionally, Li et al. (2017) report that only part of the parameters
tuned actually impact the detection performance. C was relevant for all kernels except
Polynomial, for which gamma and offset were performance impacting parameters.
In this work, the best kernel and C combination is evaluated for each data set and
other parameters are set to default. Future work may further investigate the impact of
further optimizing the values of each kernel’s parameters.

3.5

Performance Measures

To analyze and discuss the adequacy of the models to the classification task at hand, four
performance measures are used: accuracy, precision, recall and F1. These measures are
the standard for evaluating deception classification. With the exception of Feng et al.
(2012) who only reports accuracy and Ren & Zhang (2016), Ren & Ji (2017) that report
accuracy and F1, all authors that used supervised algorithms (see Subsection 2.1, p. 4)
evaluate the performance of the proposed approaches based on these four measures.
Take True Positive (TP) as the number of actual deceptive reviews predicted as deceptive, True Negative (TN) as the number of truthful reviews correctly identified as
truthful, False Positive (FP) as the number of truthful reviews incorrectly classified as
deceptive and False Negative (FN) as the number of deceptive reviews incorrectly classified as truthful. Then accuracy, precision, recall and F1 are calculated as:
Accuracy =

TP + TN
TP + TN + FP + FN

(1)

TP
TP + FP

(2)

Precision =

Recall =

F1 =

TP
TP + FN

2 × TP
2 × TP + FP + FN

(3)

(4)

From Equation 1, it can be verified that accuracy indicates the overall correct classification rate. It does not individually reflect the impact of correctly classifying each
class. In situations where misclassifying one of the classes is more damaging than the
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other, such as might be the case of failing to identify a deceptive review and treating it
as genuine, the other performance measures become increasingly relevant.
Precision, also known as positive predictive value, is a measure of how good the model
is in predicting deceptive instances. A high precision shows that most of the reviews
deemed deceptive by the models are indeed deceptive. Note that, since the objective is
to accurately predict deceptive reviews, fake reviews are treated as the positive class and
genuine as the negative.
Recall, or sensitivity, indicates the proportion of actual deceptive reviews that are
correctly identified as such by the models. A high recall indicates that most deceptive
reviews are correctly identified and that only a few deceptive reviews are wrongly classified
as genuine. Hence, it reflects how accurate is the identification of (actual) deceptive
reviews only.
There is a certain trade off between precision and recall. For instance, consider a data
set composed of 50 deceptive and 50 truthful reviews. If all observations are deemed to
be deceptive, then both TP and FP will be equal to 50, while TN and FN are equal to
50. This implies that precision will be only 50% and recall will be an astonishing 100%.
This trade off is measured by the F1 score, which shows the effectiveness of identifying
deception when both precision and recall are equally relevant.
The actual relevance of precision and recall is dependent on the application the classifier is used for. In this work both are taken to be equally important. However, it is
recognized that the potential damage of not correctly identifying a false malicious review
might be higher than that of incorrectly flagging a genuine one. This is specially the case
when the classifier is taken as a selection method of reviews to be further analyzed prior
to considering them for publishing on a website or for decision making of any kind.
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4

Results

The results for the best performing NNs and SVMs are presented in Tables 6 and 7,
respectively. First the results will be discussed and compared and then considerations
with regard to the findings in the literature will be addressed.

4.1

Neural Networks Results

Analyzing Table 6, it can be seen that certain models with different architectures yielded
the same accuracy for given data and feature sets. Interestingly, in 2 out of the 3 cases
where this occur, the same transfer function but with different hidden layer sizes was
selected.
Parsimony suggests that the smaller model be chosen. However, even though accuracy
is the same, the other performance measures are not similar. This implies that, depending
on the application, either of the models might be more suitable due to either having higher
precision or recall. For this reason, both results are kept and reported. It is worth of note
that as the data set increases in size, the discrepancy between precision and recall for
models with the same accuracy decreased.
Considering the transfer functions selected, out of the 24 neural models, 13 use elliotsig,
7 use tansig and 2 use logsig or radbas. Considering only the models with highest accuracy
for each data set, elliotsig is used in 5 out of 10 models, tansig and radbas in 2 cases each
and logsig in 1. The Positive Saturating Linear transfer function was not among the best
performing models in any setting, thus future work could disconsider to further test it.
With regard to hidden layer size, 8 out of the 24 models have 2,000 neurons, while
6 have 500 and 1,500 hidden neurons each and 4 models have 1,000 neurons. Hence,
most models have a larger number of hidden neurons. Analyzing the 10 models with
highest accuracy, 4 have either 500 or 2,000 neurons and 2 have 1,500. The most common
combination of transfer function and hidden layer size, both generally as among best
models, is elliotsig 500.
When considering the different feature sets used, it is worth to note that Uni+Bigrams
are the best features in terms of both accuracy and precision. Based on recall and F1,
Unigrams and Uni+Bigrams are tied as best performing features. Overall, Uni+Bigrams
gives the best results for the neural models used in this work.
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Table 6: Neural Networks Results per Data Set
Data Set
Li hotel

Li Restaurant

Li doctor

Features

HL

TF

Accuracy

Precision Recall

F1

Unigram

2,000

elliotsig

81.25%

78.63%

85.83%

82.07%

Bigram

1,500

tansig

69.28%

67.20%

74.01%

70.44%

Uni+Bigram

1,500

tansig

81.67%

78.57%

87.08%

82.61%

Unigram

2,000

logsig

71.67%

69.12%

78.33%

73.44%

Bigram

2,000

tansig

75.86%

70.37%

88.37%

78.35%

Uni+Bigram

1,500

tansig

75.83%

71.83%

85.00%

77.86%

Unigram

2,000

logsig

70.83%

76.60%

60.00%

67.29%

Bigram

1,000

elliotsig

64.71%

74.19%

45.10%

56.10%

Uni+Bigram

500

elliotsig

70.83%

80.49%

55.00%

65.35%

2,000

elliotsig 70.83%

75.51%

61.67%

67.89%

1,000

elliotsig

58.58%

56.99%

69.96%

62.81%

1,500

elliotsig

58.58%

57.09%

69.10%

62.52%

Bigram

2,000

tansig

54.92%

53.17%

65.69%

58.77%

Uni+Bigram

2,000

radbas

59.87%

58.91%

65.24%

61.91%

Unigram

500

elliotsig

60.71%

59.46%

67.16%

63.07%

Bigram

2,000

tansig

56.40%

54.94%

60.42%

57.55%

Uni+Bigram

500

elliotsig

60.71%

59.80%

65.15%

62.36%

Unigram

500

elliotsig

59.79%

58.51%

67.11%

62.52%

1,000

tansig

59.79%

58.45%

67.51%

62.66%

Bigram

1,500

elliotsig

53.81%

52.15%

60.16%

55.87%

Uni+Bigram

1,000

radbas

60.52%

59.63%

64.97%

62.19%

Unigram

500

elliotsig

59.31%

58.76%

62.22%

60.44%

Bigram

1,500

elliotsig

53.56%

51.49%

57.64%

54.40%

Uni+Bigram

500

elliotsig

61.37%

60.27%

66.62%

63.28%

Unigram
YelpCHI Hotel

YelpCHI Rest.

YelpNYC

YelpZIP

Rest.: Restaurant. HL: best hidden layer size. TF: best transfer function. The accuracy reported is
without cross-validation.

4.2

Support Vector Machine Results

The results for SVM models can be found in Table 7. The Laplacian kernel is the best
among all kernels tested, being the best for 16 out of 21 models and the kernel used in all
models with highest accuracy and precision. Besides Laplacian, only the ANOVA Radial
Basis Function and the Radial Basis kernels are the best performing with respect to any
of the measures.
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Table 7: SVM Results per Data Set
Data Set
Li hotel

Li Restaurant

Li doctor

Features

Kernel

C

Accuracy

Precision

Recall

F1

Unigram

laplacedot

89

82.92%

79.92%

87.92%

83.73%

Bigram

laplacedot

34

70.59%

64.94%

88.11%

74.77%

Uni+Bigram

laplacedot

100

82.71%

77.35%

92.50%

84.25%

Unigram

laplacedot

12

80.00%

73.68%

93.33% 82.35%

Bigram

rbfdot

1

75.86%

69.64%

90.70%

78.79%

Uni+Bigram

laplacedot

56

80.83%

74.67%

93.33%

82.96%

Unigram

laplacedot

23

70.00%

81.58%

51.67%

63.27%

Bigram

anovadot

1

70.59%

75.61%

60.78%

67.39%

Uni+Bigram

laplacedot

45

73.33%

88.89%

53.33%

66.67%

Unigram

laplacedot

34

64.59%

61.64%

77.25%

68.57%

rbfdot

12

51.08%

50.00%

67.16%

57.32%

Uni+Bigram

laplacedot

78

59.44%

56.55%

81.55% 66.78%

Unigram

laplacedot

23

63.04%

60.61%

74.37%

Bigram

laplacedot

23

58.22%

54.80%

83.18% 66.08%

Uni+Bigram

laplacedot

23

62.17%

58.57%

83.04%

68.69%

Unigram

laplacedot

23

61.92%

59.65%

73.53%

65.87%

Bigram

laplacedot

12

54.51%

52.08%

80.16%

63.14%

Uni+Bigram

laplacedot

12

55.04%

53.20%

83.42% 64.97%

Unigram

laplacedot

23

63.64%

61.51%

72.76%

66.67%

Bigram

rbfdot

1

53.94%

51.48%

71.97%

60.03%

Uni+Bigram

rbfdot

1

60.17%

58.09%

72.90% 64.65%

YelpCHI Hotel Bigram

YelpCHI Rest.

YelpNYC

YelpZIP

66.79%

Rest.: Restaurant. Kernel: best kernel. C: best C.

These findings are interesting when compared to those of Li et al. (2017) and Mukherjee et al. (2013). The first group identified the Radial Basis kernel with C equal to 400
as the best model for detecting deception in Li, Ott, Cardie & Hovy’s (2014) data, while
Mukherjee et al. (2013) found that Linear kernel is the best for YelpCHI data sets. Surprisingly, the Radial Basis kernel is the best in only 4 out of 21 cases and in none of the
best models per data set, while the Linear kernel is not selected in any case.
Moving on to the analysis of the penalization for misclassification (C), the best parameters chosen have much greater variety than in the case of the kernels. Out of the 10
possible values, 9 have been chosen at least once among the models with highest accuracy. Considering all performance measures, 5 of the possible C values are used in models
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with highest accuracy, precision and F1 score and 6 among those with high recall. This
finding suggests that the best C value is dependent on the actual model and data. Hence,
it is recommended to perform tuning for the C when dealing with deception detection
problems instead of using the default, which in the case of R’s ksvm function is equal to
1 (R Core Team 2017, Karatzoglou et al. 2004).
Even though Li et al. (2017) found that C equal to 400 yielded the best performance,
in this work, only 1 model actually has 100 as the best parameter. The prevalence of
smaller C values indicates that there is no need to increase the value for this parameter.
Future work, instead of trying larger values of C, could perform a fine tuning with smaller
values, such as from 1 to 50.
Analyzing the SVM and NN results presented in Tables 7 and 6, respectively, a pairwise
performance comparison shows that in 10 out of 21 models NNs has either better or
roughly the same precision. With respect to the other measures, neural models have
higher accuracy in 4 models and either higher recall or F1 in 2 cases. However, when only
the best performing SVMs are considered, SVM outperforms NNs in all cases in terms of
accuracy and precision and in all cases except one (Li Doctor with Uni+Bigram) in terms
of recall and F1. Appendix C (p. 42) presents graphical representations of the pairwise
comparisons.
With regard to the features used, for 5 out of the 7 data sets Unigrams yield higher
accuracy and precision and Uni+Bigrams yield higher recall. Both features are tied with
respect to highest F1. Bigrams taken alone are the worst feature for SVM models. The
choice between Unigrams or Uni+Bigrams will be dependent on which measure is more
relevant in the specific application. Nevertheless, Unigrams are the features with best
overall performance for SVM.

4.3

Results Comparison with Literature Findings

Starting with the analysis of works that have used neural models for deception detection,
it is of note that all authors, namely Ren & Zhang (2016), Ren & Ji (2017), Li et al. (2017),
used data from Li, Ott, Cardie & Hovy (2014). Hence, to the best of my knowledge, this
thesis is the first work to apply neural models to the Yelp data sets by Mukherjee et al.
(2013), Rayana & Akoglu (2015, 2016).
Even though the models use different approaches towards document representation,
the analysis presented below is based on the fact that both the NN and SVM models
used in this work are simpler algorithms when compared with Deep Learning NN. Note
that Ren & Zhang (2016) report the results with 10 fold cross-validation, Ren & Ji (2017)
without cross-validation and Li et al. (2017) with 5 fold cross-validation.
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Ren & Zhang (2016), Ren & Ji (2017) report Macro-F1 scores, which are the average
of the F1 scores computed taking each class as the positive at a turn. For comparability,
Macro-F1 scores are also computed for the models proposed in this work. For the Li Hotel
data set, the authors employ either all the data and perform a multiclass classification
of truthful, deceptive turker and deceptive employee or take these classes pairwise. For
Li Restaurant the same data is used, while for Li Doctor the authors use a subset of
the deceptive reviews used in the present research. Li et al. (2017) uses the exact same
data set as in this study. However, the authors remove expert generated reviews from the
hotel domain analysis and perform undersampling of the deceptive doctor reviews to get
a balanced data set.
In the present work, both turker and employee deceptive reviews were treated as
a single class and undersampling was performed to have equal class sizes. Since most
deceptive reviews in the Li Hotel data set are AMT generated, the results of the proposed
models are compared with those of Ren & Zhang (2016) and Ren & Ji’s (2017) neural
model for the truthful/deceptive turker pair without added features, as well as with Li
et al.’s (2017) SWNN. It is important to retain that the data sets are similar, even if not
the same.
Table 8 shows the reported performance of the Deep Learning models and of the best
performing SVM and NN models proposed in this work for each data set. Unfortunately,
the authors that use Deep Learning do not report the same measures. Ren & Zhang (2016)
and Ren & Ji (2017) only report accuracy and Macro F1 score, which are aggregated
measures. Li et al. (2017), on the other hand, report precision, recall and F1 score when
the positive class is deceptive reviews. This makes it such that the results from the first
pair of works is not directly comparable with that of the latter.
The models with the best performances found in the present research are compared
with Ren & Zhang (2016) and Ren & Ji (2017) in terms of these author’s reported measures
- accuracy and Macro F1-, as well as with Li et al.’s (2017) work with regard to precision,
recall and F1. A more complete evaluation of the methods proposed would have been
possible if all authors reported both the individual and aggregated measures.
Comparing the results of the simpler models to those of Deep Learning applications,
it is noticeable that the performance of the Deep Learning NNs is not that superior to
neither the NNs nor the SVMs. Hence, even though no document representation is learned
and the features are sparse, the models proposed classify truthful and deceptive reviews
relatively well.
For Li Hotel and Doctor data sets, Ren & Zhang’s (2016) Deep Learning NN, has
around 3.45% higher accuracy and 2.65% Macro F1 than the best neural model and 1.6%

27

Table 8: Performance of Deep Learning, Best SVM and Best NN Models
Li Hotel
Author

Method Acc.

Ren & Zhang

DL

Ren & Ji

Prec.

Recall

F1

Macro F1

84.1% -

-

-

84.2%

DL

83.5%

-

-

-

83.5%

Li et al.

DL

-

84.1%

83.3%

83.7% -

Current Best

SVM

82.9%

79.9%

87.9%

83.7% 82.9%

Current Best

NN

81.7%

78.6%

87.1%

82.6%

81.6%

Li Restaurant
Author

Method Acc.

Ren & Zhang

DL

Ren & Ji

Prec.

Recall

F1

Macro F1

84.8% -

-

-

85%

DL

84.4%

-

-

-

84.6%

Li et al.

DL

-

87%

88.2%

87.6% -

Current Best

SVM

80.8%

74.7%

93.3% 83.0%

80.5%

Current Best

NN

75.9%

70.4%

88.4%

75.5%

78.4%

Li Doctor
Author

Method Acc.

Ren & Zhang

DL

Ren & Ji

Prec.

Recall

F1

Macro F1

75.3% -

-

-

73.4%

DL

74.6%

-

-

-

72.8%

Li et al.

DL

-

85%

81%

82.9% -

Current Best

SVM

73.3%

88.9%

53.3%

66.7%

72.2%

Current Best

NN

70.8%

75.5%

61.7%

67.9%

70.6%

Acc.: accuracy. Prec.: precision. DL: Deep Learning.

and 1.25% higher than the SVM used in this work. This difference might, however, be
due to the fact that deceptive reviews are considered differently in each model. The
discrepancy in performance is a lot higher for the restaurant domain, for which the Deep
Learning approach has 9% and 4% more accuracy than NN and SVM, respectively.
In terms of F1, Li et al.’s (2017) results are very close to the ones found in this work for
the hotel domain, but outperforms the simple approaches proposed for both restaurant
and doctor domains. However, when precision and recall are taken into account, the
best SVM and NN models have higher recall and lower precision than the proposed Deep
Learning model for the hotel and restaurant domains. For the doctor domain, however,
Li et al.’s (2017) approach has the best performance in terms of all performance measures
the authors report. Note that accuracy is not supplied by the authors.
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The finds corroborate that Deep Learning NN are good models for detecting fake
reviews. However, the difference in performance when compared to simpler models is not
as great as could be expected for models that fix most of the sparsity problems related
with linguistic features.
A relevant issue that has not been lifted in the literature is the time complexity of the
models. The authors using Deep Learning Neural Networks do not report the time taken
to learn the word embeddings and train the models, however, this is an important aspect
for the implementation of these algorithms in real problem solving applications.
The running times for the models built in this work are presented in Appendix B, Table
12. The neural models were optimized using MATLAB version 9.3.0.713579 (R2017a),
taking 176 hours and 57 minutes to run. This amount of time equals 7 days and roughly
9 hours of continuous computing time and was used to train and test 420 neural models
- 20 compositions of hidden layer size and transfer function for each of the 21 data and
feature set combinations.
For the SVM models, 50 hours and 38 minutes were needed for optimization in R
version 3.4.2. It is important to note that 4 cores were used in parallel for the SVM
processing, leading to a shorter computing time. The elapsed time was used to train
1,430 models with cross validation - composition of 10 C values and 7 kernels for 19 data
and feature set combinations or 5 kernels for 2 data and feature sets.
Considering the time to build the Deep Learning models would allow to further analyze
the trade off between processing time and performance improvement. Unfortunately, there
is no mention in the literature researched of the time needed to train the neural algorithms
used.
Analyzing other machine learning algorithms used in the literature, the NN and SVM
also have promising results. Feng et al. (2012), using SVM, found the highest accuracy on
a small Yelp Restaurant data set (800 observations) to be 60.7% using bigrams, followed
by unigrams plus bigrams (60.1%) and unigrams (59.9%), respectively. For much larger
data sets, which thus have more features and potentially sparser data, both the NNs and
SVMs used in this work have superior or very close results. Even when the stylometry
features proposed by Feng et al. (2012) are considered, the highest accuracy found is of
64.3% - only around 3.4% higher than the neural models and 1.4% than the SVMs in this
work.
Mukherjee et al. (2013), using balanced subsets of YelpCHI Hotel and Restaurant
data sets found that the highest accuracy for the hotel domain (65.6%) is achieved using
linear SVM with unigram features and for the restaurant domain (67.8%) using unigrams
plus bigrams. With a larger, thus more complex subset, very close accuracies were found
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in this work. Additionally, the same algorithm configurations used by Mukherjee et al.
(2013) were tested and found to produce less accurate results than the models reported
in Table 7.
The authors that performed undersampling of the original data sets do not report the
characteristics of the final data set, nor if any random number generator seed was used
to allow replication. This affect the comparability of the results in this Thesis with their
findings. In this work all subsets were selected using seed equal to 10 to ensure that future
researchers can reproduce the results found. Additionally, all 4 performance measures are
reported since it is believed that these are crucial for the analysis of the proposed models.
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5

Conclusion and Future Work

The present work aimed at assessing how NN and SVM optimized models performed
at classifying deceptive online reviews from hotel, restaurant and doctor domains. For
this purpose, 24 neural models and 21 support vector models were selected as the ones
with highest accuracies for each data and feature set combination. The findings discussed
demonstrate that both machine learning algorithms have promising results, which might
be improved in future research by employing additional procedures, such as modifying
the features used or employing these algorithms for techniques such as PU learning.
With respect to Deep Learning models, the results found support that the models
proposed have comparatively good performance at detecting deceptive reviews. The simplicity and results of the models support the need for further research in the applicability
of proposed networks to deception detection. All Deep Learning models discussed had
better performances when the review representation learned was coupled with traditional
features, such as unigrams and bigrams. Thus, future research could also examine the
adequacy of using the review representations as features for other machine learning algorithms. Additionally, it is recommended that future research continue with the discussion
regarding time complexity and its trade off with performance improvement.
It is important to note that this work follows the literature in using near-ground truth
data sets. Hence, it is acknowledged that there are outliers in both classes considered for
the Rayana & Akoglu’s (2015) data sets and in the genuine class from Li, Ott, Cardie &
Hovy’s (2014) data sets. The algorithm’s performance could be improved by providing
a more representative sample of the classes for training. For this purpose, the outliers
should be identified and removed.
Overall, SVM had a better performance than NN. Nevertheless, it is premature to
disconsider the neural models for further analysis. Techniques such as feature selection
could be employed and other characteristics of the neural models could be tuned. Aspects that have not been considered in this work include regularization and premature
termination of the training. Additionally, cross-validation should be employed to ensure
the robustness of the models used.
The SVM models are optimized in terms of best kernel and C, however, other parameters are set to default. Future research may investigate the impact in performance of
varying values for each kernel’s parameters. It is also suggested that smaller C values
be tested, such as ranging from 1 to 50. It is worth noting that the SVM configurations
shown to result in higher accuracy are very distinct from the ones traditionally used in the
literature. To the best of my knowledge, this was the first work to find that the Laplacian
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kernel had best performance for online deception classification.
From the findings of this work, the best features for deception detection are Unigrams
and Uni+Bigrams. The first is the best performing for SVM models, while the latter is
the best for NN. Note that the feature choice is dependent on the data set used, since
features such as date of posting, user name and behavioural features are not available for
the Li, Ott, Cardie & Hovy’s (2014) data sets but are for the Yelp data sets.
Apart from applying a minimum frequency filter - 10 for unigram and 5 for bigrams, no
further feature reduction techniques were employed in this work. A suggestion for future
research is to evaluate the impact of different minimum frequency limits in performance.
Additionally, linguistic and non-linguistic features that have been found to improve the
detection performance have not been used. Future works could benefit from further
exploring these refinements.
The construction of Uni+Bigrams in this work is such that observations are excluded
from analysis only if both unigrams and bigrams are 0-valued. It could also be verified if
removing all instances that have either all unigram or all bigrams equal to 0 would impact
the performance. With respect to the sampling techniques used, other methods to deal
with data imbalance could be investigated for deception detection.
Considering the time taken to run the models (over 227 hours), future research could
explore Principal Component Analysis to check for speed improvements weighted against
change in accuracy. Both using the principal components themselves and feature reduction
by identifying the most relevant unigrams and bigrams could be tested.
Finally, it is suggested that future work investigate the impact in aiming only at
identifying genuine reviews, instead of genuine and deceptive. This could be done, for
example, by using a One-Class SVM trained on genuine only examples and tested on a
mix of genuine and deceptive.
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Peñalver-Martinez, I., Garcia-Sanchez, F., Valencia-Garcia, R., Ángel Rodrı́guez-Garcı́a,
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A

Most Frequent Words

Tables 9 and 10 list the 20 most frequent words per data set in frequency order (top is
most frequent, bottom is least frequent). Table 11 has the 20 most frequent words per
label for Li Hotel data set.
Table 9: 20 Most Frequent Words in Hotel Data Sets
Li Hotel

Li Hotel Negative

Li Hotel Positive

YelpCHI Hotel

hotel

room

hotel

hotel

room

hotel

room

room

chicago

stay

chicago

great

stay

chicago

stay

stay

staff

service

great

nice

great

one

staff

rooms

service

get

stayed

one

rooms

staff

rooms

like

one

desk

service

location

stayed

rooms

location

chicago

like

like

clean

get

get

night

nice

staff

time

even

time

service

night

stayed

one

place

desk

time

friendly

good

nice

front

comfortable

night

even

bed

like

really

location

never

also

time

bed

got

place

stayed

also

back

recommend

also
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Table 10: 20 Most Frequent Words in Restaurant and Doctor Data Sets
Li Restaurant YelpCHI Restaurant

YelpNYC

YelpZIP

Li Doctor

food

food

food

food

dr

restaurant

good

good

good

doctor

great

place

place

place

time

good

great

great

great

surgery

chicago

like

like

like

feel

place

one

one

one

staff

service

really

really

really

recommend

time

get

get

service

family

one

go

service

get

great

menu

time

back

go

office

ordered

service

go

time

see

best

back

time

back

care

well

it

delicious

also

always

steak

also

also

delicious

like

also

pizza

it

it

one

delicious

best

wait

restaurant made

go

wait

best

best

definitely

restaurant

restaurant ordered

questions

really

menu

ordered

menu

years

back

love

chicken

chicken

patient
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Table 11: 20 Most Frequent Words by Label for Li Hotel
Li Hotel

Li Hotel Negative

Li Hotel Positive

Deceptive

Truthful

Deceptive

Truthful

Deceptive

Truthful

hotel

hotel

room

room

hotel

hotel

room

room

hotel

hotel

chicago

room

chicago

stay

chicago

stay

room

great

stay

great

stay

one

stay

chicago

staff

chicago

service

service

great

stay

service

staff

one

get

staff

staff

rooms

service

like

night

service

location

one

one

staff

staff

rooms

stayed

like

stayed

desk

chicago

stayed

rooms

great

location

get

desk

time

service

time

rooms

rooms

rooms

like

nice

stayed

night

time

bed

one

clean

get

nice

even

even

business

friendly

desk

get

front

stayed

place

comfortable

even

bed

night

great

clean

one

experience

desk

stayed

front

friendly

good

night

good

experience like

comfortable night

place

even

got

location

best

bed

back

like

first

good

recommend

also

nice

also

arrived

nice

definitely

michigan
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B

Data Set Sizes and Run Times

Table 12 contains the data set sizes measured in KB as well as the elapsed times for
running the parameter optimization applications in MATLAB for the neural models or R
for the SVM models. It is important to note that the SVM ran using parallel processing
on 4 cores and that in both cases the elapsed times comprehend model building, training
and testing on the given data sets.
Except for the NN built for the YelpNYC with bigram features, all applications were
ran in computers with the following characteristics: Intel Core i5-7600 CPU with a 3.5
GHz clock rate, 16 GB of RAM and a 64-bit Windows 10 operating system. For the specific
neural model mentioned, the application was ran through a remote desktop connection
with characteristics: Intel Xeon E5-2690 CPU with 2.9GHz of clock rate, 8GB of RAM
and a 64-bit Windows Server 2008 R2 operating system.
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Table 12: Data Set sizes and Elapsed Times for Running the Optimization Grid Search
Data Set

Li hotel

Li Restaurant

Li doctor

Features

Size

Unigram

NN

SVM

3,556 KB

1h49

15 min

Bigram

2,108 KB

2h04

6 min

Uni+Bigram

5,710 KB

2h33

25 min

Unigram

352 KB

5 min

32 sec

Bigram

83 KB

12 min

8 sec

Uni+Bigram

441 KB

7 min

38 sec

Unigram

244 KB

4 min

21 sec

Bigram

95 KB

13 min

8 sec

Uni+Bigram

341 KB

5 min

28 sec

Unigram

3,616 KB

3h32

16 min

1,934 KB

1h57

7 min

Uni+Bigram

5,663 KB

5h20

26 min

Unigram

21,471 KB

14h30

4h45

Bigram

17,723 KB

11h44

3h58

Uni+Bigram

40,220 KB

25h44

10h22

Unigram

19,000 KB

12h36

4h07

Bigram

14,208 KB

24h28*

3h31

Uni+Bigram

34,649 KB

23h45

7h32

Unigram

19,846 KB

13h11

4h23

Bigram

14,817 KB

9h53

3h17**

Uni+Bigram

36,026 KB

23h05

7h36**

242,103 KB

176h57

50h38

YelpCHI Hotel Bigram

YelpCHI Rest.

YelpNYC

YelpZIP
Total

Elapsed Time

Rest.: Restaurant. *: reported time is for running on a remote desktop connection - CPU Intel Xeon
E5-2690 2.9GHz, RAM 8GB, Operating System Windows Server 2008 R2 64-bit. **: Kernels
laplacedot and besseldot were excluded from the grid search because of running errors.
Characteristics of the computers used: CPU Intel Core i5-7600 3.5 GHz, RAM 16 GB, Operating
System Windows 10 64-bit.
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C

Pairwise Performance Comparison

This Section presents the pairwise comparison of the performance measures for each data
and feature set combination.

Figure 4: Accuracy Comparison for Li, Ott, Cardie & Hovy Data Sets
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Figure 5: Accuracy Comparison for Rayana & Akoglu Data Sets

Figure 6: Precision Comparison for Li, Ott, Cardie & Hovy Data Sets
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Figure 7: Precision Comparison for Rayana & Akoglu Data Sets

Figure 8: Recall Comparison for Li, Ott, Cardie & Hovy Data Sets
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Figure 9: Recall Comparison for Rayana & Akoglu Data Sets

Figure 10: F1 Comparison for Li, Ott, Cardie & Hovy Data Sets
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Figure 11: F1 Comparison for Rayana & Akoglu Data Sets
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