
 

 
 
 
 
 
 
 
 
Degree Project 

Level: Master’s 

Big Data Analysis in Social Networks 
 
 
Extracting Food Preferences of Vegans from Twitter 
 
 
 

  

 

 

 

 

Author: Wasim Malek 

Supervisor: Wei Song 

Examiner: Siril Yella 

Subject/main field of study: Microdata Analysis 

Course code: MI4001 

Credits: 30 ECTS 

Date of examination: 2016-06-20 

 

At Dalarna University it is possible to publish the student thesis in full text in DiVA. The 

publishing is open access, which means the work will be freely accessible to read and 

download on the internet. This will significantly increase the dissemination and visibility 

of the student thesis. 

Open access is becoming the standard route for spreading scientific and academic 

information on the internet. Dalarna University recommends that both researchers as well 

as students publish their work open access. 

I give my/we give our consent for full text publishing (freely accessible on the internet, 

open access): 

Yes ☒ No ☐ 

 

 

 Dalarna University – SE-791 88 Falun – Phone +4623-77 80 00  



1 

 

 
 

 

 

 

 

 

 

MASTER THESIS IN MICRODATA ANALYSIS 

 

 

Big Data Analysis in Social Networks: 
Extracting Food Preferences of Vegans from Twitter 

 
 

 

Author:    

Wasim Malek  

   

Supervisor: 

Wei Song 

 

 

 

 
 

 

 

 

 

 

2016 

 

Business Intelligence Program 

School for Technology and Business Studies 

Dalarna University 

 

  



2 

 

Abstract 

Market research is often conducted through conventional methods such as surveys, focus 

groups and interviews. But the drawbacks of these methods are that they can be costly and time-

consuming. This study develops a new method, based on a combination of standard techniques 

like sentiment analysis and normalisation, to conduct market research in a manner that is free 

and quick. The method can be used in many application-areas, but this study focuses mainly on 

the veganism market to identify vegan food preferences in the form of a profile.  

 

Several food words are identified, along with their distribution between positive and negative 

sentiments in the profile. Surprisingly, non-vegan foods such as cheese, cake, milk, pizza and 

chicken dominate the profile, indicating that there is a significant market for vegan-suitable 

alternatives for such foods. Meanwhile, vegan-suitable foods such as coconut, potato, 

blueberries, kale and tofu also make strong appearances in the profile. 

 

Validation is performed by using the method on Volkswagen vehicle data to identify positive 

and negative sentiment across five car models.  Some results were found to be consistent with 

sales figures and expert reviews, while others were inconsistent. The reliability of the method 

is therefore questionable, so the results should be used with caution. 

 

Keywords: big, data, vegan, veganism, sentiment, analysis, normalisation, normalization, 

profile, preferences.  
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1. Introduction 

1.1 Background 

Veganism refers to a lifestyle that seeks to eliminate, as far as possible, exploitation and cruelty 

to animals for any purpose, including food and clothing (The Vegan Society, 2016). Although 

the Vegan Society and the term ‘vegan’, which refers to a follower of veganism, were only 

established in 1944, the concept of veganism can be traced back to 500 BC where early 

philosophers such as Pythagoras disapproved of cruelty to animals. 

 

Around the world, it has been estimated that veganism is adopted by 2% of the US population 

(Asher et al,2014), 4% of the Swedish population (Molloy, 2014), and 1% in Germany 

(Guttman, 2013). Although veganism has struggled to gain popularity historically, in more 

recent times, the adoption of veganism has grown. The mock-meats market, which involves 

food items that are a replica of meat but not actually meat, has grown by 18% between 2005 

and 2010 (Burt, 2016). And the UK plant milk market, which is milk sourced from plants 

instead of animals, has grown by 155% between 2011 and 2013 (Khomami, 2015). Although, 

it should be noted that not all of this growth is due to veganism, as plant milk is also consumed 

by non-vegans, such as those who experience lactose intolerance.  

 

1.2 Problem 

In this study, the vegan market is just an example of one of the many application areas that the 

methodology can be used. Nevertheless, the vegan market may, represent an appealing 

opportunity for organisations to capture part of a growing market. Before entering the vegan 

market, interested organisations need to perform market research to understand vegans’ 

preferences. These preferences could be understood by performing typical data collection 

activities such as surveys, experiments, focus groups and interviews. However, these activities 

are costly and time-consuming; interviewers, coordinators and interviewees may need to be 

paid and, depending on the volume of the data required, several days or weeks may be required 

to collect the data. One alternative method may be to analyse information that exists on social 

networks, which can be both free and relatively quick. The focus of this study is the 

development of a novel method, based on standard techniques such as sentiment analysis and 

normalization. Veganism is just an application-area investigated, and not the main focus of this 

study. 
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1.3 Proposed method 

Social networks are websites that allow millions of users a simple way to publish information 

and share it with their network of contacts or ‘friends’ (Martinez-Camara et al, 2014). Users 

often convey their opinions on many different topics, including things that happen around them. 

And these opinions strongly influence the decisions of other potential consumers. A study 

conducted by Horrigan (2008) found that 80% of users admitted their opinions about particular 

services had been influenced by other users’ reviews. Therefore, the focus of this study will be 

to analyse the large amount of information on a social network site to understand the preferences 

of the vegan market. To maximize the value of this study, non-food aspects of the veganism 

lifestyle will not be considered. This allows the study to focus on food aspects in further detail, 

and therefore directly interest organisations such as restaurants who are looking to enter the 

vegan market. The research question, therefore, is: 

 

“Can social network sites be used to identify the food preferences of vegans?” 

 

1.4 Thesis’ Contributions 

The primary contribution of this study is to develop a novel method, consisting of standard 

techniques such as sentiment analysis and normalisation, as an alternative to conventional 

market research methods such as surveys, focus groups and interviews. A smaller contribution 

of this study is to apply social analytics methodologies to a new field: veganism.  

 

1.5 Structure of the report 

The report begins with the literature review in section 2, which explores the paradigms of big 

data, social networks, social media analytics and sentiment analysis. The process of data 

collection is then explained in section 3, along with a brief description of the collected data. 

Section 4 describes the methodology used, and section 5 displays the results in the form of a 

clustered bar chart. Section 5 also includes a subsection about validation, which applies the 

methodology in a different application-area. The thesis then concludes with the discussion and 

conclusion sections (6 and 7 respectively). 
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2. Literature review 

2.1 Big Data 

Big Data is commonly defined using the concept of three “V”s: volume, variety and velocity 

(IBM, 2012). Volume refers to the size of data, for instance 10 gigabytes (109) or in terms of 

the number of observations such as 200,000 rows. Variety refers to the format of the data; it 

can be ‘structured’ in the form of databases and emails. Alternatively, data can be ‘unstructured’ 

in the form of text documents, video and audio. According to Dhar (2013), around 70% of data 

today is in an unstructured format, with other authors such as Sharma et al (2014) placing the 

figure at 80-85%. Regardless of the exact figure, there is agreement that the vast majority of 

data in unstructured. The final “V” is velocity, which refers to how fast data is being produced 

and processed (Hilbert, 2016). 

 

An additional “V” used by IBM is veracity, which refers to the accuracy or trustworthiness of 

the data (Ebbers et al, 2013). Meanwhile, SAS have their own additional “V” in the form of 

variability, which refers to the consistency at which data arrives, since it can be daily, seasonal 

or event-triggered (IBM, 2012). 

 

However, there is one important ingredient missing in the definition of Big Data, which is 

context. As Sharma et al (2014) have recognized, Big Data means different things in different 

contexts. The National Aeronautics and Space Administration (NASA) is an extreme example, 

but it illustrates the importance of context to the definition of Big Data. NASA regards its 

collection of Earth science data, estimated to be 12 petabytes (1015), as Big Data (Earley, 2016), 

whereas a sole trader may regard its 50 megabyte (106) customer database as Big Data. Clearly, 

the size of the organization, and hence, the resources available, are important determinants of 

Big Data. Sharma et al (2014) therefore settle on this definition: Big Data goes beyond the 

capability of common hardware/software to collect, store and process data within a satisfactory 

time span for its users. The resource available for this study is a standard student laptop, so a 

dataset consisting of one million observations represents a dataset large enough to be considered 

‘big data’. 

 

Big data has caused a huge paradigm shift (Burke, 2014). Traditionally, in the presence of a 

large dataset, one or more small subsets of the full dataset were analysed, but now full datasets 

can be analysed. Furthermore, significant effort was made to ensure the small subsets were 
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organized correctly to ensure it was representative of the full dataset. But with big data, the full 

datasets can be analysed as is. Finally, traditional approaches required hypotheses to be made, 

and then tested with small subsets of data. With big data, all data can be explored to identify 

patterns. No previous hypotheses are required. The benefits of big data are, therefore, that more 

of the data being captured can be leveraged, with less effort, and without the need to generate 

and test hypotheses.  

 

Modern techniques for storing and processing large datasets revolve around two paradigms: 

Hadoop Distributed File System (HDFS) and MapReduce. HDFS involves splitting the large 

dataset into smaller chunks, and storing those chunks in different areas. Meanwhile, 

MapReduce involves using separate computing nodes to process each chunk of data (Dean & 

Ghemewat, 2008). In contract, a smaller dataset is stored in a single location and processed by 

one computational node. This will not be feasible for the dataset used in this study, as it would 

take a significantly long period of time to process the tweets in this way. Therefore, a version 

of HDFS and MapReduce will be used in this study. 

 

2.2 Social Networks 

Social networks are web-based services that allow users to create a profile, connect with other 

users, share content with their connections, and view content from their connections (Boyd & 

Ellison, 2007). The most popular social networks are Facebook with 1.09 billion monthly active 

users (Facebook, 2016), Google+ with over 540 million monthly active users (Whittaker, 2014) 

and Twitter with 310 million monthly active users (Twitter, 2016) 

 

Despite Facebook and Google+ being more popular than Twitter, much of the content on these 

sites is unavailable publicly, since users’ content is usually only shared with a restricted 

audience. However, the majority of content on Twitter is unrestricted. Furthermore, Twitter’s 

upper limit on the length of each tweet (i.e. 140 characters) prevents the need to use large-scale 

text analysis or text mining techniques, which would otherwise be necessary with platforms 

such as Facebook and Google+. Therefore, this study will aim to collect data from Twitter. 

 

2.3 Social Media Analytics 

Social media analytics refers to methods that can consume the vast amount of content created 

by social network sites for the betterment of an organisation’s competitiveness (Sharma et al, 

2014). There are a number of ways to consume this content, each depending on the aims of the 
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exercise. As Kumar et al (2013) indicated, to identify important users or who interacts with 

whom, network analysis should be used. Alternatively, to identify the topics being discussed in 

users’ messages or tweets, topic modelling should be used. Or, to identify how people are 

responding to a company, product or topic, sentiment analysis should be used. 

 

Since, this study aims to discover the food preferences of vegans, the only suitable method is 

sentiment analysis. Although topic modelling would identify broad topics being discussed 

within the dataset, the aim of this study is to discover specific words mentioned by users, which 

cannot be achieved by topic modelling.  

 

2.4 Sentiment Analysis 

Sentiment analysis is defined as the process of associating a piece of text with a feeling (Kumar 

et al, 2013). There are two types of sentiment analysis. The first type is referred to lexical based 

sentiment analysis. Originally highlighted by Turney (2002), it involves categorising sentences 

based on whether specific words from a lexicon appear in the sentence. The other type takes 

inspiration from machine learning, where an algorithm is trained to identify patterns, 

subsequently allowing sentences to be classified if those patterns are detected (Pang et al, 2002). 

Machine learning based lexicons, therefore, tend to be very specialized for particular types of 

data. While this is also true of some lexical based lexicons, generic lexical based lexicons have 

also proven to be useful in a number of areas (Martinez-Camara et al, 2012). Generic machine 

learning based dictionaries, meanwhile, are seldom used. Therefore, in the absence of any 

specific lexicons related to veganism or indeed food, a generic lexical based lexicon is adopted 

for this study. 

  

A popular generic lexical based lexicon, developed by the National Research Council (NRC) 

in Canada, is the NRC word-emotion association lexicon. It contains over 14,000 words 

attributed to two sentiments (positive or negative) or eight emotions (anger, anticipation, 

disgust, fear, joy, sadness, surprise and trust) (Mohammad & Turney, 2013). The lexicon has 

been crowdsourced, where users voluntarily (or for a small payment) answer a series of 

questions regarding a word, and its association to any of the sentiments or emotions mentioned 

above. While developing a lexicon in this way incurs little or no cost and a quick turnaround 

time, the reliability of such a lexicon can be questioned. The background of the reviewers (i.e. 

those who answer questions regarding the words in the lexicon) cannot be controlled and some 

reviewers may even have malicious intent, deliberately answering questions incorrectly. 
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Nevertheless, the lexicon delivers accurate results (Kiritchenko et al, 2014) and has received 

good reviews following its application in various areas, including its use in predicting the 

outcome of the UK 2015 General Election (Burnap et al, 2016).  

 

Burnap et al (2016) predicted that there would a hung parliament in the UK 2015 election, 

meaning no political party will obtain a clear majority of the votes. However, they were 

ultimately incorrect, because David Cameron’s conservative party won a clear majority of 

votes, handing them victory in the election. This problem is seen across several studies in the 

area of sentiment analysis, and demonstrates its underlying lack of reliability. Nevertheless, this 

has not stopped researchers attempting to apply it in a number of application-areas. For instance, 

O’Connor et al (2010) used sentiment analysis to demonstrate the use of Twitter as a source of 

information for surveys. And they conclude that there is correspondence between Twitter data 

and opinion polls, in the field of politics. However, this study attempts to replace the need for 

surveys and other research methods, by using data from Twitter.  

 

Minqing Hu and Bing Liu are considered one of the most prominent researchers in the field of 

sentiment analysis, and have developed a separate lexical based lexicon. This lexicon was not 

crowdsourced, but instead developed by the authors themselves in 2002 and constantly 

improved thereafter following findings in several studies and applications of the lexicon. As a 

result, it has received favourable reviews in several applications, including its use in developing 

a methodology to predict stock values (Si et al, 2013). An experiment will be conducted to 

establish which of these lexical based lexicons best suit the dataset collected for this study. 

 

2.5 Summary of literature review 

In summary, the literature review has contributed to this study by highlighting the big data 

paradigms of HDFS and MapReduce to efficiently process large datasets. In addition, two 

generic lexical-based lexicons with favourable reviews have been identified to potentially 

leverage for this study.  
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3. Data 

3.1 Data collection 

The easiest way to collect a large dataset from Twitter, according 

to Kumar et al (2013), is through the public Twitter Application 

Programming Interfaces (APIs), which are components of code that 

enable communication between two or more software programs.  

 

The public Twitter APIs provide, roughly, a 1% sample of all tweets 

and require no monetary investment, although there is a lack of 

documentation explaining how the 1% sample is generated. 

Therefore, there were doubts about how well this sample represents 

all tweets. The only other option to obtain data was to use the 

Twitter Firehose API. Although this API provides access to all 

tweets, it is a very costly option and it is restricted to a few 

organisations who have acquired licences.  With the resources 

available for this study, it was not feasible to acquire one of these 

licences. Therefore, there was no choice but to use the public 

Twitter API (henceforth referred to simply as the Twitter API). 

 

The process of collecting data from the Twitter API is highlighted 

in figure 1. The queries mentioned in step 5 were constructed to 

return all tweets that contain the keywords “vegan” or “veganism”, 

as it was envisaged that this would most effectively identify 

messages from vegans. Tweets were collected between 8th 

February 2016 and 17th March 2016. With the limited time 

available for this study, it was imperative to begin as soon as 

possible, hence the start data of 8th February. Data was collected 

until the threshold of one million tweets was reached, which 

occurred on 17th March 2016. 

 

The first day of data collection on 8th February attempted to capture 

data from multiple days. But the sheer volume of data caused the 

student laptop to crash. Therefore, data was collected and stored 

Figure 1: Data collection 

process 

1. Register on 
Twitter

2. Create 
Twitter app

3. Generate 
app credentials

4. Authenticate 
connection 

with R

5. Submit 
Twitter queries

6. Consolidate 
data 
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Figure 2: Data available via Twitter API 

one day at a time, drawing inspiration from the HDFS big data paradigm described in section 

2.1. Once one million tweets were collected, consolidation and de-duplication of the dataset 

followed. 

 

3.2 Data description 

The Twitter API can provide several types of data, labelled in figure 2. Yet, only the tweet text 

is needed to respond to the research question. 

 

Each tweet can contain no more than 140 characters – a restriction imposed by Twitter. The 

distribution of the characters is displayed in figure 3. It shows that the vast majority of tweets 

contain exactly 140 characters – the maximum allowed. Interestingly, it appears to show some 

tweets that have more than 140 characters. This is because some tweets contain special 

characters, which Twitter treats as one character, but the R statistical program treats as multiple 

characters. For example, the character ‘&’ is one character to Twitter, but R stores this as 

‘&amp’, and therefore treats it as four characters. 

 

Meanwhile, there is no limitation on the number of words used in one tweets, as long as the 

total number of characters does not exceed 140 characters. The distribution of the number of 

words is displayed in figure 4, which shows that it follows an almost perfect normal distribution, 

with a mean of 16 words and ranging from a minimum of 2 words to a maximum of 32 words.  
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Figure 4: Distribution of the number 

of words 

Figure 3: Distribution of the number of characters 
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4. Method 

The proposed methodology begins with conventional 

sentiment analysis but is then extended in a novel way by 

creating a filtered term-frequency matrix, eliminating bias and 

then visualizing the results. This process is summarized in 

figure 5. 

 

4.1 Extract sentiment 

To understand how lexical based sentiment analysis works in 

step one of the proposed methodology, an example is 

illustrated. Suppose that one tweet contains the following text: 

 

“I'm standing for the rights of animals. I'm vegan” 

 

Each word in the above text is compared with the words in the 

selected lexicon. The literature review section (2.4) identified 

two lexicons with favourable reviews. One was published by 

NRC (National Research Council in Canada) and the other by 

Minqing Hu and Bing Liu. To determine which of these 

lexicons was most appropriate for the dataset acquired in this 

study, an experiment was conducted. The experiment took a 

representative sample and manually (i.e. using human 

judgement) categorised each tweet as positive, neutral or 

negative. Then, sentiment analysis was applied using the 

NRC’s lexicon, and then Hu & Liu’s lexicon. The accuracy of 

the two lexicons were evaluated by their agreement with one human judgement, rather than 

multiple human judgements, to ensure judgements for the whole experiment remained 

consistent. Hu and Liu’s lexicon agreed with the human judgement 56.5% of the time, while 

NRC’s lexicon agreed 65% of the time. The experiment concluded that NRC’s lexicon is more 

suitable for the dataset acquired for this study, and it was chosen to perform sentiment analysis. 

 

Although an accuracy of 65% may not initially sound impressive, it is an indicator of a well-

performing lexicon. This is because the benchmark for sentiment analysis is the level of 

Figure 5: Method overview 

1. Extract 
sentiment
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term-frequency 
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4. Visualise
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agreement between two or more human judgements, and since human judgements themselves 

only agree with each other 79% of the time (Ogneva, 2010), an accuracy of 65% is only 14% 

away. 

 

Turning attention back towards the example, now that the NRC lexicon has been chosen, the 

words from this lexicon are compared with the words the tweet. 

 

“I'm standing for the rights of animals. I'm vegan” 

 

The word highlighted in bold, ‘standing’, was recorded as a positive word in the lexicon. 

Meanwhile, no negative words are identified in the tweet. Therefore, the tweet has a positive 

score of 1 (i.e. the count of positive words in the tweet), and a negative score of 0. And since 

the positive score is greater than the negative score, the overall sentiment of the tweet is 

classified as positive. 

 

This procedure was repeated for all tweets in the dataset. At this stage, the structure of the 

dataset is illustrated in table 1: 

Table 1: Structure of dataset after step one  

Tweet Text Sentiment 

I'm standing for the rights of animals. I'm vegan Positive 

Tweet 2 Neutral 

Tweet 3 Negative 

Tweet n Positive 

 

One of the big data paradigms introduced in the literature review (section 2.1) was MapReduce, 

which involves splitting the dataset into smaller chunks, and processing multiple chunks 

simultaneously to process large datasets faster. This concept was used to apply sentiment 

analysis to all one million tweets to obtain the results faster. The processor in the student laptop 

had two cores, making it possible to process two chunks simultaneously.  

 

The results can be displayed in figure 6, which shows the distribution of tweets among each 

sentiment. 
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Figure 6: Distribution of tweets among each sentiment 

 

 

 

 

 

 

 

 

 

 

 

4.2 Create filtered term-frequency matrix 

The second step involved creating a filtered term-frequency matrix. The term-frequency matrix 

displays each word that exists in the dataset, along with the number of times it is mentioned in 

sentences classified as positive and negative. Neutral sentences were removed from the dataset, 

because the neutral classification behaved as a ‘catch-all’; it contained tweets where either: 

 zero words match the NRC lexicon 

 the number of positive words are equal to the number of negative words 

 

Furthermore, knowing that a food word such as ‘cabbage’ is mentioned 5,000 times in a 

sentence classified as neutral would not provide value in relation to the aim of the study.  

In addition to removing the neutral tweets, the data cleansing steps outlined in figure 7 were 

taken. This ensured that only relevant words appeared in the term-frequency matrix in a 

consistent manner (i.e. all lower case, no punctuation, no white space). A sample of the dataset 

is illustrated in table 2. 

Table 2: Structure of dataset after step two 

Word Positive Count Negative Count 

Food A 8,100 2,378 

Food B 4,818 2,283 

Food C 4,982 1,255 
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A problem was identified at this stage. There are hundreds of food 

words in the dataset, yet they cannot all be visualised. It is intuitive 

to display the most popular foods words by calculating the total 

count (i.e. positive count + negative count). But doing so leaves 

the analysis vulnerable to bias. 

 

4.3 Eliminate Bias 

Referring back to figure 6, the total number of words in the positive 

dataset was far higher than the total count of words in the negative 

dataset, making it more likely to include words from the positive 

group in the visualisation. Conversely, some words that are 

relatively popular in the negative dataset are less likely to be 

included in the visualisation. To illustrate this problem of bias, a 

small-scale example follows.  

 

Suppose that only three food words that appear in table 3 can be 

chosen for visualisation. Since foods A, B and C have the highest 

total counts, they would be the three selected food words in this 

case. 

Table 3: Structure of dataset with bias  

Word Positive 

Count 

Negative 

Count 

Total 

Count 

Rank 

Food A 2,163 125 2,288 1 

Food B 2,235 0 2,235 2 

Food C 1,915 288 2,203 3 

Food D 1,526 519 2,045 4 

Food E 1,593 340 1,933 5 

Food F 1,102 520 1,624 6 

 

To resolve this issue of bias, normalization was used to adjust 

values on different scales to one common scale. Several 

normalization formulas exist such as standard score, student’s t-

statistic, and studentised residuals (Fox & Weisberg, 2011). 

However, the next step in the process would have involved summing the positive and negative 

Figure 7: Data cleansing 

overview 
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lower case

2. Remove URLs

3. Remove 
stopwords
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smartwords
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punctuation and 

white space

6. Remove non-
food words
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counts, and since the normalisation formulas mentioned above allow negative values, they were 

not selected. Therefore, a normalization formula involving scaling, which restricts values 

between 0 and 1 was used:  

 

 

𝑋𝑖
′ =

𝑋𝑖 − 𝑋𝑖,𝑚𝑖𝑛

𝑋𝑖,𝑚𝑎𝑥 − 𝑋𝑖,𝑚𝑖𝑛
 

 

Table 4: Structure of dataset after solving bias  

Word Normalised 

Positive 

Count 

Normalised 

Negative 

Count 

Total 

Normalised 

Count 

Rank 

Food D 0.37 0.99 1.37 1 

Food C 0.72 0.55 1.27 2 

Food A 0.94 0.24 1.18 3 

Food E 0.43 0.65 1.08 4 

Food B 1 0 1 5 

Food F 0 1 1 6 

 

Following normalisation, table 3 would look like table 4. Now foods A, C and D are selected. 

This means that food B was previously selected due to bias, and food D was previously 

underrepresented, also due to bias. The normalisation process, essentially, tries to equalise an 

unbalanced dataset; it ensures that when selecting the most popular elements from a dataset, the 

underrepresented elements also have a fair chance of being selected for the visualisation. 

Normalisation is therefore applied to all food words in the term-frequency matrix. 

 

4.4 Visualise 

Sentiment analysis is visualised in different ways. Some studies simply display the overall 

distribution of tweets among positive, neutral and negative categories or through word clouds 

(Silge, 2015). While others display how sentiment changes over time (Bryl, 2014; Yu & Wang, 

2015). In each case, it is important to visualize according to the purpose of the study.  

 

Initially, word clouds seemed an effective way to display the most popular food words, with 

the size of the text representative of its frequency, as demonstrated in figure 8. However, it soon 

Where: 

   i denotes the data subset: positive or negative 

   Xi denotes the word frequency with respect to data subset i 

   Xi,min denotes the lowest word frequency with respect to data subset i 

   Xi,max denotes the highest word frequency with respect to data subset i 
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became apparent that it was difficult to judge the precise difference in frequency between words 

that appeared in both wordclouds. For instance, the word ‘pizza’ appears in both word clouds 

with roughly the same text size. Yet, in reality, the word ‘pizza’ is used more frequently in 

positive sentences than negative sentences. Furthermore, the scales used in both word clouds 

are different, which may be misleading and the different text directions requires significant 

effort and time to interpret. Therefore, clustered bar charts, which are easier to interpret and can 

display more precision, are used to display the frequencies of the food words. 

 

The issue with using bar charts is that fewer food-words can be used in the visualisation. But 

the benefits of precision and user-friendliness outweigh this. Several bar charts were created 

with varying numbers of food words (increasing in increments of 5) from 10 to 40, in an effort 

to find a compromise. Too few words would not provide the target audience (i.e. restaurants) 

with a sufficient grasp of vegans’ food preferences, while too many words would represent a 

cluttered bar chart, harming user-friendliness. In the end, 30 food words appeared to be a 

reasonable compromise.   

Figure 8: Data cleansing overview 
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Figure 9: Clustered bar chart displaying top 30 food words 

5. Results 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 9 displays the most popular food words. Each of the 30 food words own two bars in the 

bar chart. One bar represents the number of times the food word was mentioned in a positive 

sentence, and the second bar represents how frequently it was mentioned in a negative sentence. 

The food words are ordered from most popular to the least popular. 
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Each word in the bar chart has significance. Users on Twitter could have mentioned any of the 

hundreds or thousands of food words that exist in the English language. Yet from all of these 

possible food words, this study has been able to identify the 30 most popular words that Twitter 

users mention. The first observation is that all of these words are significantly more positive 

than negative. But they cannot all be interpreted in the same way. 

 

Non-vegan foods such as cheese, cake, milk, pizza and chicken dominate the top 5 places on 

the list. This is due to multiple reasons. Firstly, Twitter users are reacting positively to new 

vegan varieties of these foods, such as vegan cheeses, vegan cakes and plant milk. Secondly, 

users are craving these foods, yet unwilling to actually consume them. In this case, it represents 

an opportunity for restaurants to satisfy their needs by offering vegan varieties of the foods. 

Furthermore, the concept of ‘reactance’ in psychology may be at work here, where vegans fixate 

over foods they cannot consume.  

 

Despite being overwhelmingly positive, the negative count of non-vegan foods is relatively 

higher than vegan foods. This is due to a number of tweets that raise awareness of veganism, 

and thereby discourage animal cruelty. For instance, tweets may discourage the consumption 

of cheese, as some Twitter users highlight the poor conditions that animals are kept in. 

 

It is important to note that restaurants should not literally offer some of the foods in figure 10, 

such as plain cauliflower, or a plate of plain blueberries. This study does not directly offer 

recommendations to restaurants for their menus, but rather a profile of vegans’ food 

preferences. It is the responsibility of the restaurants to generate vegan-suitable food items for 

their menus, but they could take inspiration for such food items from this study. Furthermore, 

every restaurant has their own style or theme, and it would be the responsibility of the restaurant 

to consider this when generating vegan-suitable food items. 

 

5.1 Validation 

For the purpose of validation, the keyword ‘volkswagen’ is used instead of ‘vegan’ or 

‘veganism’. Volkswagen are a German car manufacturer, and the keyword is used to see how 

people are reacting on Twitter to some of their Volkswagen’s car models. Data is collected 

between 4th June and 14th June 2016, and the method in figure 5 is applied to it, with the results 

appearing as displayed in figure 10. 
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Figure 10: Clustered bar chart displaying top 5 Volkswagen car models 

 

 

 

The results show that the Volkswagen Beetle is the most popular Volkswagen car mentioned 

on Twitter, and according to sentiment analysis, it is overwhelmingly mentioned in a positive 

context. To see how this relates to the real world, it has been compared with actual sales in 

Europe from 2015 (Left-Lane, 2016) and ratings (Auto Express, 2016) from a car review 

organisation, which are summarised in table 5.  

 

Table 5: Sales and rating of Volkswagen models 

Model Sales (2015) Rating (out of 5) 

Golf 534,535 4 

Polo 301,462 5 

Passat 226,127 5 

Tiguan 148.338 4 

Beetle 25,562 4 

Jetta 10,414 3 

 

A rating of 4/5 from the car review organisation for the Beetle is consistent with the 

overwhelming positive feedback on Twitter. However, the Beetle was the car mentioned most 

frequently on Twitter, yet table 5 indicates that its actual sales lag far behind most of 

Volkswagen’s other car models.  
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Meanwhile, the Volkswagen Golf is the second most popular car, according to this study’s 

results, which is somewhat consistent with the results in table 5, which show that it was the 

Volkswagen car with the highest amount of sales in 2015. However, it received a rating of 4/5 

when only 2/5 or 3/5 were expected, due to the negative count exceeding the positive count 

slightly.  

 

The Volkswagen Jetta is the third most popular car, which is inconsistent with the data in table 

5, since it showed that the Jetta had the lowest sales in comparison with the other car models in 

this study. Nevertheless, it has a mixed response on Twitter with its negative count being 

slightly higher than the positive count. And this is consistent with its rating of 3/5. 

 

The Volkswagen Tiguan is mentioned with a similar frequency as the Jetta, yet it had far higher 

sales than the Jetta in 2015. Furthermore, it has a higher negative count than positive count, yet 

it is rated 4/5. Therefore, both results are inconsistent with reality. Finally, the Volkswagen 

Passat has an overwhelmingly positive response on Twitter, and is consistent with its rating of 

5/5. However, it is not mentioned very frequently on Twitter, despite sales of over 225,000 in 

2015. 

 

Interestingly, the Volkswagen Polo does not get mentioned enough times on Twitter to make 

the list of top 5 Volkswagen cars, despite the sales figures from SMMT (2016) showing it has 

the second highest sales of all Volkswagen cars. 

 

Overall, the validation of this method proves that although there are elements of the results 

which are consistent with actual outcomes, there are also other elements which are inaccurate. 

These inaccuracies may be caused by bias issues in the population of users on Twitter and, 

therefore, in the collected dataset. However, when analysing the results, there is an inherent 

assumption that the number of times a car is mentioned on Twitter should be consistent with its 

sales volume. And this assumption may be invalid, since it would seem to be perfectly 

reasonable for twitter users to mention cars, that are have very low sales, frequently. 

Conversely, a car with higher sales means that more people on Twitter own the car, and 

therefore have more reason to mention it on Twitter; hence it may be indicative of its sales 

volume. Nevertheless, even if the assumption is true, the validation results suggest the results 

from the method are not perfectly representative. 
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6. Discussion 

Referring back to the research question, this study has proved that it is possible to identify the 

food preferences of vegans. Whether the results are reliable, however, is questionable. 

 

Sentiment analysis operates in a naïve way; it simply checks whether a tweet consists of more 

positive or negative words, based on the contents of a lexicon. There are some flaws to this. 

Firstly, the lexicon may not contain all of the words needed for this dataset. This problem is 

emphasised with the use of the NRC word-emotion lexicon, since it is a generic lexicon and not 

tailored for this dataset. However, lexicons specialising in food or vegan words could not be 

found. Using other lexicons may alter the results in a significant way, indicating that the results 

depend heavily on the selected lexicon.  

 

Secondly, words have different meanings in different contexts. Since lexical based sentiment 

analysis completely disregards the context of the word being used, it can lead to some incorrect 

classifications. To illustrate this, a simple example follows: 

 

“I hate harm and cruelty towards animals. I’m going vegan” 

 

Lexical-based sentiment analysis would identify the words ‘hate’, ‘harm’ and ‘cruelty’ as 

negative words. It would also not identify any positive words in the sentence. Since the number 

of negative words exceeds the number of positive words, the message would be classified as 

negative. But in reality, this message is strongly positive. 

 

The final flaw with lexical-based sentiment analysis is an extension of its inability to consider 

context. And that is its inability to consider sarcasm. Social network sites, especially Twitter, 

contain a significant number of messages with sarcasm for the purpose of providing humour 

and entertainment to other users. Interpreting these types of messages, literally, will often lead 

to incorrect classifications. 

 

Some of the available lexicons were tested for their effectiveness with this study’s dataset in an 

experiment. And the NRC word-emotion lexicon performed the best, just 14% away from the 

performance of humans. Yet despite this, the problems mentioned above overshadow its 

effectiveness.  
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Moving beyond lexical-based sentiment analysis, further questions are raised regarding the data 

collected from the Twitter API. Although the Twitter API is, roughly, a 1% sample of all data 

on Twitter, is it a fair sample? Twitter has released no documentation regarding the Twitter 

API, but a study has been conducted by Morstatter et al (2013) which provides some insight. 

They obtained access to the Twitter Firehose API, which provides all tweets rather than just a 

sample and performed some comparisons with the Twitter API. They found that when a large 

amount of data was extracted from the Twitter API, the data was representative of the data from 

the Twitter Firehose API. However, when smaller volumes of data were extracted, it was found 

that they were not representative.  

 

As the dataset used in this study is large, it should mean that the data is representative. However, 

Morstatter et al (2013) discovered that there appears to be another potential source bias in the 

Twitter API because it is more likely to include tweets that are geotagged (i.e. tagged with a 

user’s locations). They expect 1% of all tweets to be geotagged, so in an unbiased dataset from 

the Twitter API, 0.01% of tweets would consist of geotagged data. In the dataset used in this 

study, however, around 0.6% of data is geotagged. Nevertheless, as this bias only affects a small 

proportion of tweets, this bias is relatively insignificant. It can be concluded, therefore, that the 

data collected from the Twitter API is representative of all data on Twitter. 

 

Focus is now applied to the selection of tweets containing the keywords vegan or veganism. 

Since any person registered on Twitter can tweet with those keywords, this doesn’t necessarily 

indicate that the tweeter is a vegan. It is likely that some non-vegans will use the keyword and 

represent part of the dataset. And since the aim of the study is to discover preferences among 

vegans in order to help restaurants accommodate them, this represents a problem. However, it 

is not known how big this problem is, because there is no reliable way to determine if each 

Twitter user is a vegan or not. Conversely, vegans may discuss their food preferences without 

using the words ‘vegan’ or ‘veganism’, therefore not being included in the dataset. Therefore, 

the reliability of the dataset to answer the research question is also questionable, even though 

more effective ways to restrict the dataset to only vegans could not be identified. 

 

Some bias exists in the results due to the use of tweets only in the English language. Other 

languages were not considered due to their incompatibility with the chosen lexicon. 

Nevertheless, this means that the results would only be a reflection of food preferences in 
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English-speaking countries such as the UK, Australia, New Zealand, United States and Canada. 

This also explains why the results do not reflect the cuisine from non-English speaking 

countries. 

 

Now questions are raised on whether Twitter itself is representative of the general vegan 

population. According to the Pew Research Centre (2015), 61% of Twitter users are aged 18-

49, and 71.8% of Twitter users are male (Mislove et al, 2011). Identical details for the vegan 

population are not widely available from recent studies, but an old study from Imaner (2003) 

indicated that around 86% of vegans are aged 16-44 and that 67% of vegans are female. It 

would have been ideal if Twitter’s population consisted of more users within the 18-49 

threshold to more closely align with the vegan population, but it is not very far away. There are 

concerns, however, that Twitter’s population is predominately male, and the vegan population 

is predominately female. Would males tweet differently than females about veganism? There 

seems to be no obvious reason to believe there is a difference in the way genders tweet about 

veganism. But a lack of evidence to support either case means that Twitter’s representation of 

the vegan population remains questionable. 

 

The validation section (5.1) attempted to answer these remaining questions by applying the 

same methodology on a different dataset, switching the focus from veganism to Volkswagen 

car models. The total number of times each word was mentioned has been compared to its 

relative sales in 2015 in Europe. Furthermore, the split between the number of times mentioned 

in a positive and negative context is compared with a car review organisation. The comparison 

found that although some of the results were consistent with reality, many other results were 

inconsistent, perhaps due to bias within the collected data, and therefore bias within the Twitter 

population. 

 

Meanwhile, normalisation was used in this study to eliminate the potential problems caused by 

a biased dataset, and ensure popular food words from the underrepresented negative dataset had 

a fair chance to appear in the top 30 bar chart. And it proved to be successful, as it allowed the 

food words ‘apple’, ‘cauliflower’ and ‘beef’ to appear in the bar chart in place of ‘spinach’, 

‘muffin’ and ‘quinoa’. The results of this study are therefore more reliable with normalisation. 

 

The beginning of this study mentioned that traditional research methods such as surveys, focus 

groups and interviews were costly and time-consuming, and subsequently claimed that the 
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method used in this study were faster and free. Over one million tweets were collected in 38 

days, not incurring any expense; meanwhile collecting over one million survey responses, or 

collecting data from over one million interviewees would take far longer and incur cost.  

 

Therefore, while the claims of this method being free and less time-consuming hold true, some 

doubts remain regarding its reliability. To settle these doubts, further work is suggested, 

involving a comparison with an identical study which uses more conventional methods like 

surveys, interviews or focus groups. Furthermore, future research needs to be conducted into 

the general area of lexical-based sentiment analysis to improve its reliability and its accuracy. 

Its inability to take into consideration context and sarcasm will often lead to incorrect 

classifications, so a reliable way to consider context and sarcasm needs to be developed. 

Another area of future work is to experiment with using different lexicons, since the choice of 

lexicon can have a significant impact on the results. Not only does this include trying other 

generic lexical-based lexicons, but also developing specific lexical-based lexicons or machine-

learning based lexicons for the collected dataset. Finally, future research which involves 

applying this methodology to a few more application-areas would enable a more reliable 

assessment of the methodology. 
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7. Conclusion 

This study has extracted a dataset of over one million tweets that contain the keywords ‘vegan’ 

or ‘veganism, between 8th February and 17th March 2016. A novel methodology was applied, 

which combined lexical-sentiment analysis and normalisation to produce a visualisation. This 

visualisation represents a profile of vegan food preferences which may provide inspiration for 

restaurants looking to enter the vegan market; the profile consists of the 30 most popular food 

words in the dataset, along with the frequency that each word was mentioned in a positive and 

negative context.  

 

The results show that typically non-vegan foods such as cheese, chicken, and milk are discussed 

very frequently in an overwhelmingly positive context, due to positive reactions to vegan 

varieties of those foods (such as vegan cheese, plant milk, and mock meats) and vegans 

expressing their cravings for the non-vegan varieties of the foods. The results also showed that 

these typically non-vegan foods are mentioned relatively more frequently in a negative context 

than vegan foods, since vegan sympathisers discourage them, citing reasons such as animal 

abuse. Meanwhile, vegan-suitable foods such as coconut, potato, blueberries, kale and tofu also 

make strong appearances in the profile. 

 

Validation was performed by using the methodology on Volkswagen vehicle data to identify 

positive and negative sentiment across five car models. The total number of times each word 

was mentioned has been compared to its relative sales in 2015 in Europe. Furthermore, the split 

between the number of times mentioned in a positive and negative context is compared with a 

car review organisation. Some results of this comparison were found to be consistent with sales 

figures and expert reviews, while others were inconsistent.  

 

Further Critical-review of the results has highlighted that although the Twitter API is a 

reasonable representation of all data on Twitter, doubts about the method’s reliability appear. 

Firstly, the use of the keywords ‘vegan’ and ‘veganism’ allows tweets from non-vegans to be 

included, and does not capture all tweets from vegans. As this study aims to discover vegans’ 

preferences, the inclusion of non-vegans makes the findings questionable. However, it is not 

known how many people inside the dataset are tweeting as non-vegans, and a more effective 

alternative could not be identified.  
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Secondly, over 70% of Twitter users are male, whereas 67% of vegans are female. Although 

there is no obvious reason to believe men and women tweet differently in the context of 

veganism and food, it still remains an open question. Finally, the reliability of sentiment 

analysis is questionable, due to its inability to interpret context and sarcasm; furthermore, the 

results of sentiment analysis depend heavily on the chosen lexicon; switching the lexicon can 

alter the results drastically. 

 

Nevertheless, the method used in this study is free and quicker than conventional methods such 

as surveys, focus groups and interviews. But the questionable reliability of the methodology 

means that the results must be treated with caution.   
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